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Resumen

Recientemente, las poĺıticas de speed scaling han sido estudiadas como un medio
para reducir el consumo energético de los chips. También es de interés escalar la
capacidad de servicio en los ambientes actuales de computación en la nube, donde
disminuir la variabilidad de la tasa de servicio puede redundar en necesidades de
recursos más predecibles. En estos dos contextos, existe un compromiso entre el
rendimiento del sistema, en términos de latencia, y la regulación de la capacidad de
servicio. Además, la robustez en el diseño de estas poĺıticas, con respecto a la carga
que enfrenta el sistema, debe tenerse en cuenta para lidiar con fluctuaciones de la
misma.

En este trabajo se estudian matemáticamente sistemas de capacidad escalable,
desde la perspectiva de la teoŕıa de colas y a través de modelos fluidos. Desde el
punto de vista de la teoŕıa de control, se estudian los speed scaling que han sido
propuestos en trabajos anteriores, y se propone una nueva poĺıtica, basada en un
controlador proporcional-integral. Dicha poĺıtica es superior en términos de retardo
y permite seguir las fluctuaciones de la carga. El impacto del scheduling también
es analizado, en particular se prueba que SRPT es el scheduling óptimo si la tasa
de servicio en cada instante está dada. Además, se evalúa la justicia de los sistemas
considerados a través de simulaciones de eventos discretos.

Abstract

Speed scaling policies have attracted substantial attention in recent years, as a
technique to reduce the power consumption of chips. Another incarnation of scalable
capacity is provided by current-day cloud computing environments, where reducing
the variability of the service rate makes resource needs more predictable. In this
two settings, there exists a trade-off between the system’s performance, in terms of
latency, and the regulation of the service capacity. Additionally, robustness with
regard to the system’s load appears as an important attribute of any design, so as
to cope with workload fluctuations.

In this work systems of scalable capacity are studied mathematically, from the
perspective of queuing theory and by means of fluid models. The analysis is car-
ried out from the standpoint of feedback control, under this scope, speed scaling
policies that had been favored in prior work are studied and a new policy, based
on a proportional-integral controller, is proposed. The latter is superior in terms
of latency and allows to track the workload fluctuations. The impact of scheduling
is also analyzed, in particular it is shown that SRPT is the optimal scheduling,
provided that the service rate at each instant of time is given. In addition, fairness
issues are assessed using discrete event simulations.
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Chapter 1

Introduction

1.1 Introduction

The last decades have seen an outstanding improvement in the performance of
computer systems, but this has come at the expense of an exponential increase
in the power consumption of chips. As a consequence, the energy usage of the
computing technology is becoming a significant fraction of the energy consumption
of developed countries and cooling costs are becoming a major concern. In the
smaller scale, this issue poses new engineering challenges that have made power
consumption a first class design constraint [15]. Supplying the energy that a device
requires may be technologically infeasible or prohibitively expensive, specially if the
device relies on a battery for energy, also heat management has become key for
the proper functioning of chips [19]. The energy consumption of a microprocessor
depends directly on the processing speed, or in other words the frequency of the
microprocessor’s clock. Because of this, the possibility of adapting in real-time the
speed of a computing system has attracted substantial interest in recent years, as a
technique to cope with the power management problem, the name of this technique
is speed scaling. This is currently feasible as chips from many manufacturers, such
as AMD and Intel, allow their speeds to be set dynamically.

There is an inherent trade-off between energy saving and performance, in general
when more power is available a better performance may be achieved, and because of
this, the system’s current workload should be considered when scaling the speed. If
the energy saving is attained by reducing the processing speed, then the decline in
performance translates in terms of delay, because reducing the speed results in fewer
microprocessor instructions being executed per second, and therefore tasks take
longer to be completed. In order to attenuate the negative effects in performance,
it is important to carry out tasks in the most efficient way. To do this it is key
to choose the right scheduling, which is the policy that determines how the chip’s
capacity is distributed among the tasks that need to be done. Usually, it is not the
best choice to devote all the capacity to the task that appeared first, the mean time
that tasks remain in the stack may be reduced significantly by opting for a more
adequate scheduling.
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Designing an energy saving microprocessor, without having to resort to poor
performance levels, may be regarded as an optimization problem [1,3,23]. In concrete
terms, the problem is to determine how the processing speed should be scaled, and
what is the most suitable scheduling, so as to optimize the chip’s operation for a
certain trade-off between power consumption and delay.

Another incarnation of scalable capacity is provided by current-day cloud com-
puting environments, such as Amazon EC2 [2], that allow users to rent processing
capacity in the form of virtual machine instances. With regard to pricing, there
are two main types of instances: reserved and on-demand. The reserved instances
are cheaper, in terms of processing capacity per hour, but can only be rented for
long periods, of at least one year. On the contrary, on-demand instances can be
purchased on the fly, with no long-term commitments, thereby adapting the con-
tracted capacity to the real-time demand conditions. In this context, substantial
profits may be obtained by carefully deciding the number of reserved instances to be
bought, minimizing in that way the cost of renting the more expensive on-demand
instances.

The penalty for saving service capacity is again an impoverished performance
that reflects in the increase of delay. For instance, the clients of a company that
provides services in the Internet, such as Netflix, would see that the service they
request takes longer to be accomplished, if the company reduces the amount of
contracted processing capacity. Once more, scheduling becomes essential to manage
the buffered requests in the most efficient way, so as to diminish the waiting times.

This framework poses an optimization problem similar to the one of designing
energy saving chips. In this case, the objective is to reduce the processing speed
variability, while guaranteeing good levels of performance in terms of the mean de-
lay experienced by costumers. A low variability of the service capacity translates
in resource needs being more predictable. This allows for long-term inexpensive
agreements for renting processing capacity, which minimize: the expenses due to
enhancing the processing speed, so as to cope with demand peaks, and the oppor-
tunity cost of idle capacity.

A central requirement, that should be full filled in either of the two problems,
is the robustness of performance with respect to system load parameters, more
precisely the traffic intensity that the system is exposed to. Although it was not
mentioned before, this is clear in the context of cloud computing, as demand fluctu-
ations are the main motivation for scaling the speed. In addition, it turns out that
optimal speed scaling designs for chips, assuming that load parameters are known
and fixed, perform poorly under demand variations [22].

Another issue that needs to be addressed is fairness. This is a concern mainly
in the framework of cloud computing, because speed scaling and scheduling choices
directly affect humans. In computer systems, it is essential to avoid the starvation
of tasks but if this is solved, then efficiency is more important than an equitable
distribution of the processing capacity. Fairness is a difficult to define concept which
may take many different forms depending on the considered application. The favored
definition in this work will be that it is fair for tasks to experience a delay that is
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proportional to their size.

Queuing theory provides a natural mathematical model for analyzing the two
problems that have been presented. From this point of view, microprocessor tasks
and costumers will both be referred as jobs entering a queuing system, and service
rate will be the name for processing speed. The rest of Chapter 1 will be devoted
to introducing this mathematical model, as well as the metrics that will be used to
measure delay, energy consumption and service rate variability. In particular, it will
be observed that the mean delay is proportional to the mean number of jobs inside
of the system. In addition, it will be seen that the proposed model reconciles these
seemingly different problems.

Afterwards, different speed scaling policies will be studied in Chapter 2. This
will be done from the standpoint that a speed scaling may be regarded as a control
system, where the actuated variable is service capacity and the measurement is job
population, the control objective is to track the exogenous traffic load. The advan-
tage of adopting this outlook is that performance and robustness requirements are
naturally cast in the context of feedback control. In this jargon, existing proposals
amount to using a static controller, however in this work it will be suggested that
a dynamic controller, more precisely a proportional-integral controller, could fare
better. In both cases, the performance will be analyzed using fluid models driven
by noise in the load process.

Scheduling will be studied in Chapter 3. The discussion will be motivated by
showing that a wide class of scheduling policies, including FIFO, LIFO and RAN-
DOM, have the same performance. This justifies the need of inspecting some policies
outside of this class, such as PS and SRPT. These are two natural candidates because
PS is regarded as an ultimately fair scheduling, and SRPT is known to minimize
delay in constant service rate systems [17, 20]. The main result of this chapter will
be that if the service rate is given at every time, then SRPT is the optimal schedul-
ing. Moreover, it will be seen that this fact may be used to improve performance in
practice.

Chapter 4 will be devoted to the study of fairness. In this case, the analysis
will be almost entirely based on discrete event simulations and it will be focused on
studying the problem of job starvation when SRPT is used.

Finally, an application to cloud computing will be studied in Chapter 5, and the
conclusions that arose from this work will be summarized in Chapter 6.

1.1.1 Contributions of this work

The main contribution of this work is a new approach for studying speed scaling
policies: from the standpoint of feedback control. Under this scope, new polices arise
naturally in the form of dynamic controllers, allowing to enhance the performance
in comparison with the static speed scaling policies that had been studied in prior
work. Specifically, the proportional-integral law proposed in Section 2.3.1 is a speed
scaling, based on a proportional-integral controller, which displays great properties

15



in terms of latency and robustness, at the expense of a minor penalty concerning
the service rate variability. Furthermore, a discrete implementation of this policy,
amenable for a cloud computing environment, is possible as it is seen in Section
2.3.2. The analysis of the proportional-integral law and its discrete implementation
has already led to a publication [10].

The relation between speed scaling and scheduling policies is explored in Chapter
3. Regarding this topic, the main observation is that the first moments of the rele-
vant variables are mostly determined by the speed scaling, while the scheduling has
an influence on the variances. Nevertheless, if the speed scaling and the scheduling
are decoupled as in Section 3.3, then this assertion is not true anymore. In this case,
a considerable reduction of the mean delay is possible, as the simulation of Section
3.3 shows. Moreover, in Section 3.2 it is shown that, in this setting, the optimal
scheduling is SRPT.

Additionally, fairness considerations are addressed in Chapter 4, which is mainly
focused on the assessment of concerns regarding the starvation of large jobs when
SRPT is used. In the context of scalable capacity queuing systems, little has been
said about fairness in prior work. Although theoretic results are not achieved in this
work, some insight is provided using discrete event simulations.

1.2 Preliminaries

1.2.1 Model description

Queuing theory may be used to model any system that receives discrete objects,
which may be thought as jobs that have to be done by the system. In most appli-
cations, jobs arrive at random times and have random sizes as well. The model of
a queuing system comprises servers, in charge of performing the jobs, and queues,
whose purpose is to store jobs that are currently unattended. It is easy to figure out
how to map microchips and farms of virtual machine instances into this model.

In this work all queuing systems will have only one queue, which will be able
to store infinitely many jobs. In the systems that will be studied, the number of
jobs in the queue is quite predictable in terms of the traffic intensity of the arriving
stream of jobs, therefore, by approximately knowing the traffic intensity that the
system will face, it is possible to dimension the queue so that it does not block with
a probability as close to one as desired. Then, the assumption simplifies the model
and it is not restrictive.

The number of servers may also be regarded as one, under the agreement that
a single server is capable of distributing its service capacity among many jobs, for
instance in a round robin fashion. The latter allows to think that the system has a
single queue and server, this is represented in Figure 1.1. It is equivalent to assume
that the system has infinitely many servers, either way allows for many jobs to be
served at the same time. These are just two interpretations of the same model, and
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both will be summoned along this work.

λ

µ

Figure 1.1: Queuing system facing job arrivals at rate λ, with a single server that performs µ
jobs per second.

There are two important types of events that should be highlighted: these are
arrivals and departures. In spite of its random nature, the behavior of the arriving
stream of jobs will be known in advance, it will be given by a certain stochastic pro-
cess. The difficulty is to understand departures, which will result from the system’s
interaction with jobs. These will arrive to the system having a certain initial size
that will decrease, due to the work of servers, until the job is finished and ready to
depart. The way in which the total service capacity evolves over time, together with
the discipline which specifies the amount of service rate that is devoted to each job,
will determine the development of this process. The first will depend on the speed
scaling and the second amounts to the scheduling.

In this work, the number of jobs that have arrived to the system, up to a certain
time, will have the same distribution as a Poisson process of intensity λ. This is a
reasonable assumption because, when jobs come from many independent sources, the
system sees something similar to a Poisson process. More precisely, the superposition
of independent and identically distributed renewal processes behaves as a single
Poisson process as the number of sources goes to infinity [8]. The trajectories of
Poisson processes are stair-shaped, as it may be seen in Figure 1.2a, each step
represents the arrival of a new job. The lengths of steps give the time elapsed
between consecutive arrivals, for Poisson processes, these times are independent
and exponentially distributed of parameter λ.

0 1 2 3 4 5 6 7 8
0
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t

(a) Poisson process.
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(b) Work arrival process.

Figure 1.2: Stochastic processes describing the arriving stream of jobs.
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A non-negative random variable X will be fixed so as to describe job sizes. These
will be measured in normalized units, therefore X will have mean one. Also, job
sizes will be independent. Moreover, the family formed by all inter-arrival times
and job sizes will be assumed to be independent. It is possible to summarize the
information of arrival times, given by the Poisson process, and the information of
job sizes, using a single stochastic process, that will be referred as the work arrival
process. This process may be built from the Poisson process by making the step
heights independent with the same distribution as X, this is shown in Figure 1.2b.
The fact that this process is stair-shaped means that jobs enter the system at once,
all the mass of a job gets in at the same time. The work arrival process describes
the arriving stream of jobs completely.

The number of jobs in the system will be called n and the system’s service rate
will be µs, where µ has units of jobs per second. The factor s will be referred as
the system’s speed scaling and will change over time. All the referenced literature
amounts to the study of memoryless speed scaling policies that set s = r(n) for a
certain function r. Some of the most notorious speed scaling policies of this kind
will be studied in this work, but afterwards it will be seen that an improvement
may be attained by assessing the speed choice using more information than just the
system’s current occupation.
Example 1.2.1. Some examples of memoryless speed scaling policies are:

(a) The gated static speed scaling which sets s = ν1n>0, for a fixed ν > 0.
This amounts to fixing the service capacity rather than scaling it, because
the service rate is s = ν if the system is not empty and s = 0 whenever the
system is empty.

(b) The linear speed scaling that sets s = n. This may be regarded as the result
of spawning a server of capacity µ whenever a job arrives to the system, and
letting a server go when a job is finished.

(c) The inverse speed scaling which sets s =
√
n. The name comes from the fact

that speed is scaled inversely to power, for a quadratic power function [22].

A scheduling is a policy for allocating the system’s current service capacity to
the jobs inside of the system. If J is the set of jobs in the system, then a scheduling
may be seen as a map that assigns to each job j ∈ J a number q ∈ [0, 1] that defines
the fraction of the total service capacity that will be devoted to that job, the actual
service rate that the job will receive is qµs. Clearly, all these fractions have to sum
one.
Example 1.2.2. Some examples of scheduling policies are:

(a) FIFO (First In First Out) which assigns all the service capacity to the eldest
job in the system, that is to say the job with the smallest arrival time.

(b) RANDOM (Random) that gives all the service capacity to a job chosen at
random. This job receives all the system’s capacity until its completion and
then another job is randomly selected.
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(c) LAS (Least Attained Service) which assigns all the service rate to the job with
the least attained service.

(d) PS (Processor Sharing) that devotes an equal share of the system’s capacity
to each of the jobs inside of the system.

(e) SRPT (Shortest Remaining Processing Time) which assigns all the service rate
to the job with the smallest remaining size.

As the previous example shows, scheduling policies may rely in different infor-
mation about jobs, such us the arrival time, the attained service or the remaining
size. It is worth pointing out that it might be costly, in terms of delay, to manage
a great deal of stored data for scheduling, and occasionally some of the information
may not be available, for instance the remaining size of jobs is unknown in some
applications. This will not be discussed in this work, moreover the analysis will be
carried out under the supposition that all the information about jobs is known and
that there is no penalty, in terms of delay, for managing it.

The last ingredient that is still missing is a cost function, without it the problem
of choosing the best speed scaling is not well defined, because there is no restriction
to the increase of speed, and this results in a reduction of delay. For the problem of
designing microchips, this cost function should reflect the chip’s power consumption
and is usually referred in the literature as power function. The favored choices for the
power function result from the analysis of CMOS chips [3, 22], these are monomial
in the system’s capacity, of exponent varying between one and three. In this work
the preferred power function will be P (s) = s2.

In the context of cloud computing it would be desirable to penalize the speed’s
variability rather than use the previous cost function. However, as it will be seen
later in this chapter, it turns out that the power function that has been chosen
reflects the variance of the system’s capacity.

1.2.2 Metrics

The two tools for enhancing the system’s performance, which are the speed
scaling and the scheduling, have been defined. In order to tune them, it is necessary
to introduce some metrics that will serve to assess the improvement in performance.
This metrics should provide measures of the mean delay of jobs and the mean power
consumption, or the service rate variability, depending on the considered problem.

Suppose that N(t) is the number of jobs that have arrived to the system up to
time t, as it was mentioned before, N(t) will be a Poisson process. In addition, let
D(t) be the accumulated time that jobs have spent inside of the system up to time
t, this amounts to summing up all the individual times that jobs have spent in the
system so far. The quotient of these quantities may be regarded as the mean delay
experienced by jobs up to time t. The limit of this ratio, as t goes to infinity, is the
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mean delay:

T = lim
t→+∞

D(t)
N(t) .

Define N to be the temporal mean of the number of jobs inside of the system,
this may be written as follows:

N = lim
t→+∞

1
t

∫ t

0
n(τ)dτ.

Note that the accumulated time that jobs have spent in the system D(t) may
be seen as the area below the curve that gives the number of jobs at each instant of
time, this is shown in Figure 1.3.

0 t

0

1

2

3

4

D(t)

τ

n
(τ

)

Figure 1.3: Representation of D(t) as the area below the n(t) curve.

In addition, the fact that arrivals respond to a Poisson process of intensity λ,
implies that the following equality holds almost surely:

λ = lim
t→+∞

N(t)
t

.

If all the considered limits exist, it is easy to prove, using the observations of the
last paragraph, that the mean delay is proportional to the mean number of jobs in
the system:

N = λT.

This is an equality due to Little, that holds in most of the queuing systems that
are found in practice. If the number of jobs and the times that individual jobs spend
in the system are strictly stationary processes, then it may be proved that Little’s
Law holds. Furthermore, in this case, the statement is true for the steady-state
ensemble averages [14]. Assuming that d is the delay of jobs in steady-state, the
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ensemble average version of Little’s Law is:

En = λEd.

Usually, computing the mean number of jobs is much easier than calculating the
mean delay directly. Because of this, the metric for measuring mean delay will be
the mean number of jobs, rather than the mean delay itself.

Regarding the power consumption, originally the favored metric was the mean
energy that was employed to serve a single job. This quantity is easy to manipulate
when analyzing the system’s response to finite batches of jobs [4]. In this work, the
preferred metric will be the system’s mean power consumption.

Something similar to Little’s Law holds for energy and power. Suppose that E(t)
is the energy that the system has spent up to time t, note that this may be seen as
the integral of P (s) between zero and t. Also, define the mean energy as follows:

E = lim
t→+∞

E(t)
N(t) .

Note the similarity with the definition of mean delay. The analogous of the mean
number of jobs will be P , the temporal mean of the power consumption:

P = lim
t→+∞

1
t

∫ t

0
P (s(τ))dτ.

As before, if the considered limits exist, it is easy to prove that the following
equality holds:

P = λE.

Furthermore, suppose that the steady-state is reached and let e be the energy
consumed by a job in the steady-state. Then the equality also holds for the steady-
state ensemble averages:

EP (s) = λEe.

Summing up, the favored metrics for the microchip problem, will be the mean
number of jobs and the mean power consumption, for measuring the mean delay and
the mean energy usage per job, respectively. The trade-off between delay and energy
consumption reflects in these metrics, therefore it is not possible to develop designs
that minimize both the mean number of jobs and the mean power consumption.
Because of this, some authors [4, 5, 22] consider the problem of minimizing a linear
combination of these metrics, introducing a trade-off factor β, with units of time
over energy, so as to weigh power consumption against delay.

J = En+ βEP (s). (1.1)

The advantage of this approach is that it poses a well defined optimization prob-
lem, with the objective of finding the speed scaling and scheduling that minimize
the linear combination cost J . Sometimes more insight is provided by analyzing the
two metrics separately, mainly because the value of J is dominated by the mean
power consumption as it will be seen in Section 1.2.3. However, the analysis of
this optimization problem is also of interest, and it is worth noticing that solving
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the problem for all the possible trade-off factors β gives the Pareto frontier of the
system, in terms of mean job population and mean power consumption. There are
alternatives to this approach that also lead to well defined optimization problems,
and may be more suitable, depending on the application. For instance, the problem
of minimizing the mean delay for a certain energy budget could be considered, this
is to minimize En while ensuring that EP (s) does not exceed a given threshold.

For the cloud computing problem, there is a natural candidate for measuring the
variability of the system’s capacity. This is the variance of the steady-state speed
Vs. Note that for the power function that is being considered, the variance may be
written as follows:

Vs = EP (s)− (Es)2 .

It turns out that the second term of the left side is constant, as it will be seen
in the next section, therefore EP (s) and Vs are equivalent metrics, although they
represent different features of the system. Because of this equivalence, either of
these two metrics may be considered for analyzing the two problems under study,
thus the two metrics will be used indistinctly.

1.2.3 Mean speed

Suppose that A(t) is the value of the work arrival process at time t, which repre-
sents the total amount of work that has arrived to the system so far. Additionally,
observe that the quantity of work, composed of completely and partially finished
jobs, that the system has served so far is:

∫ t

0
µs(τ)dτ.

The work arrival process gives the work inflow into the system, while the integral
of the system’s capacity amounts to the quantity of work that has flown out of the
system. The result of subtracting these two quantities is the current amount of
work inside of the system. For any stable system, in the sense that the number of
jobs does not grow indefinitely, this quantity stabilizes, and therefore, the following
equation holds:

lim
t→+∞

1
t

[
A(t)−

∫ t

0
µs(τ)dτ

]
= 0. (1.2)

This equation may be used to prove that the system’s mean service capacity
equals the system’s load λ/µ, which will be denoted %. This is reasonable, because
the strength of the work inflow must equal the strength of the work outflow when
the system reaches the equilibrium.

Proposition 1.2.1. Assume that Equation 1.2 holds, for instance this is true for any
stable system. In addition, suppose that s reaches the steady-state and is ergodic.
Then, the stationary distribution of s satisfies:

Es = %.
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Proof. Recall that N(t) stands for the number of jobs that have arrived up to time
t, and has the same distribution as a Poisson process.

If Xk denotes the size of job number k, then using the independence of the family
formed by arrival times and job sizes, the following equality is obtained:

EA(t)
t

= 1
t
E
[+∞∑

k=1
Xk1N(t)≥k

]
= 1
t

+∞∑

k=1
E [X]P(N(t) ≥ k)

= 1
t

+∞∑

k=1

+∞∑

l=k
P(N(t) = l)

= 1
t

+∞∑

l=1
lP(N(t) = l) = EN(t)

t
= λ.

(1.3)

Note that the expectation and the infinite sum commute because the functions
that are being integrated are non-negative.

Observe that, if 0 ≤ s < t and h > 0, then the following random variables are
identically distributed:

A(t)− A(s)
t− s ∼ A(t+ h)− A(s+ h)

t+ h− (s+ h)
Furthermore, using Equation 1.3 is easy to check that their mean is λ.

Also, note that, if [s, t) and [s+h, t+h) are disjoint, then these random variables
are independent. Then, the strong law of large numbers yields the following equality
almost surely:

lim
t→+∞

A(t)
t

= lim
t→+∞

btc
t


 1
btc

btc∑

k=1

A(k)− A(k − 1)
k − (k − 1)


+ A(t)− A(btc)

t
= λ

In addition, the fact that s reaches the steady-state and is ergodic implies that
time averages equal ensemble averages, namely:

lim
t→+∞

1
t

∫ t

0
µs(τ)dτ = µEs.

Then, using Equation 1.2, it is easy to conclude that:

Es = %.

The first consequence of Proposition 1.2.1 was already announced repeatedly: the
mean power consumption and the variance of the service rate differ in a constant:

EP (s)− Vs = %2.

The second consequence is only relevant for the microchips problem. Applying
Jensen’s inequality to the convex function P gives a lower bound for the power
consumption:

EP (s) ≥ %2.
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The constant %2 is not only a lower bound, as the following example suggests,
this value will dominate the mean power consumption if % is large, which is typically
the case.

Example 1.2.3. The following estimates will be obtained in Section 2.2:

(a) For a system that employs a linear speed scaling EP (s) ≈ %2 + %.

(b) For a system that uses an inverse speed scaling EP (s) ≈ %2 + 1/2.

As it was announced, in the previous examples the term %2 dominates the mean
power consumption, specially if the traffic intensity that the system faces is high.
Furthermore, the mean number of jobs depends linearly on % for the two considered
policies. Hence, if the problem of minimizing a linear combination of the mean
number of jobs and the mean power consumption is attacked, then the value of J is
also dominated by the term %2.

Figure 1.4 shows the mean service rate for systems using different policies. Note
that, after a short transient, the system’s speed oscillates around % in all the cases.
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(a) System that employs SRPT and a
linear speed scaling
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(b) System that employs PS and an in-
verse speed scaling

Figure 1.4: Mean speed in systems that receive jobs with exponentially distributed sizes, the
parameters are λ = 10 and µ = 1.
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Chapter 2

Speed scaling policies

2.1 The feedback control approach

A speed scaling may be regarded as a control system where the actuated variable
is the service capacity s, the measurement is the job population n and the control
objective is to track the exogenous traffic load %. The latter is a very natural inter-
pretation, acting on the variable s clearly results in variations on the job population
n, and this measurement also reflects the effect of job arrivals. In other words, a
speed scaling may be thought as a box, that takes the information of the measure-
ment as an input, and determines what the system’s service rate should be in the
output, this is represented in Figure 2.1.

λ

n µs

Figure 2.1: Speed scaling from the standpoint of feedback control.

In order to analyze speed scaling policies from this outlook, a fluid model will
be introduced. In this model, the inflow of work is thought as being steady, and the
number of jobs in the system is allowed to vary continuously. A stream of water
falling into a tank, with a hole in the bottom, provides an analogy that helps to
understand the model, Figure 2.2 illustrates the analogy. The tank represents the
system, and the water level in the tank is the job population, this grows at rate λ,
due to the inflow of work, and is drained at rate µs by the server. The following
equation describes the dynamics of this model:

ṅ = λ− µs
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The intuition says that the model should provide a fine approximation when λ
and n are large. Furthermore, when job sizes are exponentially distributed, it is
possible to argue the model’s validity mathematically for a variety of scheduling
policies, as a limit that results from scaling the arrival rate and the job population
suitably [16].

λ

n

µs

Figure 2.2: Tank analogy.

The fluid model comes in handy for studying the system’s behavior using signal
analysis techniques, specially if the speed scaling is thought as a controller. Under
this framework, the dynamics may be given using a block diagram or a set of dif-
ferential equations. The general case is shown if Figure 2.3, here the controller K
represents the speed scaling.

λ

∫

K

v

+ ṅ n

µs

−

+

Figure 2.3: Generic block diagram for the study of speed scaling policies.

From the differential equations that describe the system’s dynamics, it is pos-
sible to obtain the first moments of the state variables, by means of finding the
equilibrium point of the system. For instance, this may be used to obtain the mean
job population and the mean service capacity. However, further analysis is needed
to calculate the second moments, and therefore the system’s power consumption
and service rate variability. This may be done by considering the effect of adding a
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white noise v in the entrance, with an adequate spectral power density. The second
moments of the state variables may be obtained performing a small signal analysis
around the system’s equilibrium, under the presence of noise.

In this chapter all the considered systems will be assumed to employ the same
scheduling, because the focus will be on studying speed scaling policies rather than
scheduling policies, and this assumption simplifies the analysis. However, it is im-
portant to highlight that, under the considered model, it is not possible to decouple
the speed scaling and the scheduling. These will always interact, because both the
speed scaling and the scheduling have an impact on the job population, and this
in turn gives the feedback for scaling the speed. Thus, the drawback of fixing a
scheduling for the analysis is that the system’s behavior may not be the same for
a different scheduling. Nevertheless, some important properties of the system are
inherent of the speed scaling, for example the mean number of jobs. Some others,
like the speed’s variance, will also depend on the scheduling.

The chosen scheduling will be PS, because it is a very popular scheduling with
nice properties, for instance in terms of fairness. Additionally, the use of PS will
allow to perform Markovian analyses for some systems. These will serve to contrast
the results that derive from the fluid limits, which will be the main tool for studying
the speed scaling policies. Recall that PS is the scheduling that assigns to each job
inside of the system an equal share of the system’s capacity. In other words, if the
service rate is s and there are n jobs in the system, then each job will be served at
rate s/n.

2.2 Static control

The existing proposals, in the matter of speed scaling, may be regarded, in the
jargon of feedback control, as static controllers that for a given function r, set the
service rate in terms of the current job population as follows:

s = r(n).

It is reasonable to suppose that r(n) = 0 whenever n ≤ 0, because it would
not make any sense to keep the server running if the system is empty. Under this
assumption, it is possible to describe the system’s dynamics using the following
differential equation:

ṅ = λ− µr(n). (2.1)

When the traffic load % is large, this differential equation describes the system’s
behavior quite well. For instance, the mean job population and the mean service
capacity may be obtained from Equation 2.1 by means of finding its equilibrium
point n∗. This equals the mean number of jobs in the steady-state, while the mean
service rate is just s∗ = r(n∗). It is easy to check that s∗ = %, which is the expected
result according to the discussion of Section 1.2.3. Even the system’s transient may
be predicted using Equation 2.1, this will be done for the policies that will be studied
in this chapter.
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Figure 2.4: Speed scaling using a static controller.

In order to get the second moment of the system’s service rate, it is necessary
to study the effect of adding a white noise v to the system’s entrance, as Figure
2.4 shows. The spectral power density of this noise will be 2λ, a value that may
be thought as the result of adding the equal contributions to noise of arrivals and
departures, which are due to their random nature. The two contributions should
be the same, because arrivals are balanced by departures in the steady-state. A
rigorous justification results from performing a diffusion analysis [16], where the
value

√
2λ is found multiplying a Brownian process, which appears in the stochastic

differential equation that gives the diffusion approximation.

Suppose that w is a white noise with unitary spectral power density and set
v =

√
2λw. In addition, let δn = n − n∗ and δs = s − s∗, so as to perform a

small signal analysis. Using these variables, and linearizing Equation 2.1 around its
equilibrium point, gives the small signal model equations:

δṅ = −µr′(n∗)δn+
√

2λw;
δs = r′(n∗)δn.

Consider the input-output system given by the first of these equations, where
the input is the noise w and the output is δn. This system is a first order linear
filter. Indeed, the filter’s frequency response is:

Ĥ(f) =
√

2λ
j2πf + µr′(n∗) .

Let Sw(f) be the spectral power density of w, recall that w has a unitary spectral
power density, that is to say Sw ≡ 1. This implies that the power of δn is exactly
the H2 norm of the filter:

Eδn2 =
∫ +∞

−∞

∣∣∣Ĥ(f)
∣∣∣
2
Sw(f)df =

∫ +∞

−∞

∣∣∣Ĥ(f)
∣∣∣
2
df.

Note that the filter’s impulse response is h(t) =
√

2λe−µr′(n∗)t1t≥0. Then, the
power of δn, and thereby the variance of the job population, may be easily computed
using Parseval’s identity, as follows:

Eδn2 =
∫ +∞

−∞
|h(t)|2 dt =

∫ +∞

0
2λe−2µr′(n∗)tdt = λ

µr′(n∗) .

In the small signal model, δs is proportional to δn, therefore it is straightforward
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to obtain the power of δs now that the power of δn is known:

Eδs2 = [r′(n∗)]2Eδn2 = λr′(n∗)
µ

.

The variances of n and s, in the steady-state, equal the powers of δn and δs,
respectively. Then, summing up, the small signal analysis yields:

Vn = %

r′(n∗) ; Vs = %r′(n∗). (2.2)

Finally, in order to obtain the system’s power consumption, it suffices to add
(s∗)2 to the service rate variance, so as to get its second moment:

EP (s) = %2 + %r′(n∗). (2.3)

2.2.1 Gated static speed scaling

A reasonable starting point, for studying speed scaling policies, is to see what
happens if the service capacity is not scaled but set to a fixed value. More precisely,
suppose that when the system is not empty, the server runs at a certain speed ν,
otherwise the server is turned off. Clearly, this policy may be regarded as a static
controller, where the service rate depends on the job population as follows:

s = ν1n>0.

The fluid model is not suitable for the study of this speed scaling, because of
the switching nature of this policy. Note that, in this case, Equation 2.1 would
turn into a differential equation where the field is not even continuous. However,
it is possible to study this policy via a Markovian analysis, here the fact that PS
is the scheduling will help, and it is not necessary to assume that job sizes are
exponentially distributed.

The system to be studied may be thought as a single server queue with constant
service rate µν, where the arrivals are Poisson, the job sizes have a generic distribu-
tion and the scheduling is PS. In the language of queuing theory and using Kendall’s
notation, this amounts to an M/G/1-PS queue.

It is well known that PS is insensitive to the law that describes job sizes [12].
More precisely, the steady-state distribution of the job population only depends on
the quotient λ/µν. Hence, it may be assumed, without loss of generality, that job
sizes are exponentially distributed. In other words, the distribution of the number
of jobs in the system may be computed considering an M/M/1 queue.

0 1 · · · k − 1 k · · ·
λ λ

µν µν

Figure 2.5: Continuous time Markov chain describing the M/M/1 queue.
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The assumption that job sizes are exponentially distributed yields that the num-
ber of jobs evolves according to a birth-death process, which may be described by
the continuous time Markov chain of Figure 2.5. When there are k jobs in the sys-
tem, each job needs to be served for a exponential time of parameter µν/k. The
time that must pass before a job departs is the minimum of all these times, therefore
it has an exponential distribution of parameter µν. Furthermore, the time until the
next arrival is always exponential of parameter λ. This explains the transition rates
that appear in Figure 2.5.

The steady-state distribution of the M/M/1 queue is very well known. Never-
theless, it is possible to find this distribution from scratch, by solving the balance
equations of the continuous time Markov chain. Assume that λ < µν, otherwise the
system is unstable because the job population grows unlimitedly. In this case, the
steady-state distribution is:

P(n = k) =
(

1− %

ν

)(
%

ν

)k
.

This is a geometric distribution of parameter %/ν, therefore it is easy to obtain
the mean job population. Moreover, the mean service capacity is just ν times the
probability that the system is not empty, which is %/ν.

En = %

ν − % ; Es = %.

Note that the mean number of jobs decreases as ν grows, which is reasonable.
In addition, observe that, once more, the system’s mean speed agrees with the load
%, as it was stated in Proposition 1.2.1.

The second moment of the job population may be found in tables, or it may be
computed using the characteristic function of the geometric distribution, and the
second moment of the service rate is just ν2 times the probability that there are jobs
in the system. Knowing these moments it is straightforward to get:

Vn = ν%

(ν − %)2 ; Vs = (ν − %)%.

In addition, the system’s mean power consumption is the second moment of the
service capacity, this is:

EP (s) = ν%.

Summing up, the mean delay depends inversely on the baseline service capacity ν,
whereas the mean power consumption and the service rate variance depend linearly
on ν.

The main problem of the gated static speed scaling is that for the system to
work around a certain operation point, the baseline service capacity ν must be
chosen in terms of the system’s load %, thus the robustness requirement is not full
filled. For instance, consider the problem of optimizing for the linear combination
cost J , with trade-off factor β. Recall that this cost was defined in Equation 1.1,
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which is repeated below:

J = En+ βEP (s).

The value of ν that minimizes J is easily found via differentiation, and this value
depends strongly on the system’s load:

νopt = %+ 1√
β

;

Jopt = β%2 + 2
√
β%.

It is interesting to see what happens if the load that the system will face is
mis-estimated and ν is chosen accordingly, so as to minimize the value of the linear
combination cost [22]. More precisely, suppose that the actual load that the system
will face is %, but the value of ν is chosen under the assumption that the system will
face a load %′ 6= %, which leads to:

ν = %′ + 1√
β
.

As Figure 2.6 shows, this comes with a penalty in terms of the linear combination
cost, which is particularly severe for %′ < %. Furthermore, if %′ is small enough to
determine that ν is chosen to be smaller than %, then jobs arrive sooner than they
can be served and the system becomes unstable. For the parameters considered in
the example of Figure 2.6, this happens for %′ < 9.
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Figure 2.6: Increase in costs due to designing for %′ when the system’s actual load is %, the
parameters are % = 10 and β = 1

Another issue is the variability of job population, which is shown by the sim-
ulation of Figure 2.7a. Although there is no such thing as a second order Little’s
Law, usually a high variability of the job number results in an increased delay vari-
ance. This is undesirable because the time that jobs will spend inside of the system
becomes unpredictable for the outsider agents that send them.
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Figure 2.7: Gated static speed scaling together with PS, the parameters are λ = 10, µ = 1 and
ν = 11.

2.2.2 Linear speed scaling

Unlike the gated static speed scaling, the policy that will be studied in this
section scales the system’s capacity so as to track the exogenous load. This is done
by setting:

s = νn.

Before starting the analysis, it is worth signaling an interesting feature of using
a linear speed scaling together with PS, which is that this policy allows a simple
discrete implementation. When there are n jobs in the system, the total service
rate s = µνn is equitably shared among all jobs, thus each job is devoted a service
capacity µν. This may be achieved by spawning a server of capacity µν whenever a
job arrives, the system should dedicate this server to the newly arrived job, and get
rid of it after the job is finished. In the context of cloud computing, the latter would
be a natural implementation, this is illustrated in Figure 2.8. Note that there is no
waiting time, because every job starts being served at the moment of its arrival.

λ

µν

µν

... n

Figure 2.8: Discrete implementation of a system that uses a linear speed scaling together with
PS.

The linear speed scaling may be analyzed using a continuous time Markov chain
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and also by means of the fluid model. These two approaches will be considered in
turn, starting with the Markovian analysis, which gives enough information so as
to state the robustness and fairness of this policy. However, it is also interesting to
study the system’s behavior using the fluid model for two reasons: first, it will help
validate a model that will be used extensively, and second, it will yield a description
of the system’s transient.

In the jargon of queuing theory, the system may be regarded as an M/G/∞
queue, this is clear from Figure 2.8. In order to compute the mean delay, note that
each job is devoted a service capacity µν, from the moment it arrives until the job
is finished. Hence, a job of size x spends a time x/µν in the system, and this yields
that the mean delay is 1/µν. Using Little’s Law it is straightforward to obtain the
mean number of jobs, and then the mean service rate.

En = %

ν
; Es = %.

Although the topic of fairness will not be discussed until Chapter 4, it is worth
pointing out the fairness of this policy right now. Recall from Section 1.1 that, in
this work, a system is considered fair if the delay experienced by jobs is proportional
to their size. This is exactly the case of this policy, because the delay experienced
by a job of size x is always x/µν, as it was already shown.

In order to compute the mean power consumption and the speed’s variance, it
may be assumed, without loss of generality, that job sizes are exponentially dis-
tributed, this is possible because the considered policy is symmetric [12]. Using this
assumption, it is possible to describe the job population employing the continuous
time Markov chain of Figure 2.9.

0 1 · · · k − 1 k · · ·
λ λ

µν µνk

Figure 2.9: Continuous time Markov chain describing the M/M/∞ queue.

When there are k jobs in the system, each job has to be served for a exponential
time of parameter µν, thus the minimum of this times is exponentially distributed
of parameter µνk. In addition, the time until the next arrival is always exponential
of parameter λ. This explains the transition rates of Figure 2.9.

In this case, the system is always stable, no matter what the load is or how ν
is chosen. The steady-state distribution of the M/M/∞ queue is well known to be
Poisson, this may be checked by solving the balance equations of the continuous
time Markov chain.

P(n = k) =
(
%

ν

)k e−%/ν

k! .

Knowing the distribution of the number of jobs in the steady-state, it is easy to
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calculate its variance. Furthermore, given that the system’s service rate is always ν
times the job population, this also gives the speed’s variance.

Vn = %

ν
; Vs = ν%.

Finally, a straightforward computation gives the speed’s second moment, which
is also the mean power consumption:

EP (s) = %2 + ν%.

These calculations suggest that this policy should perform almost as if a gated
static speed scaling was used, because the mean delay depends inversely on ν, and
both the mean power consumption and the service rate variance depend linearly
on ν. The main difference is that using a linear speed scaling makes the system
robust with respect to the load [22]. For starters, in this case, the system is always
stable, no matter what the values of % and ν are. Furthermore, the value of ν that
minimizes the linear combination cost J is independent of %. It is easy to find this
value via differentiation, and to check that it yields the same optimal J that was
computed for the gated static speed scaling:

νopt = 1√
β

;

Jopt = β%2 + 2
√
β%.

Once more, it is interesting to consider the impact of designing the system for a
certain target load %′ which is different from the actual load % that the system will
face. In this case, if ν is to be chosen so as to minimize J , there is no need to know
what load the system will face, hence there is no penalty due to mis-estimating the
system’s load.
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Gated static speed scaling
Linear speed scaling

Figure 2.10: Designing for %′ when the system’s actual load is % comes with no penalty, the
parameters are % = 10 and β = 1.
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Figure 2.10 shows the gain in robustness, in terms of the linear combination cost
J , when this policy is compared with the gated static speed scaling. Note that for
the linear speed scaling the value of J remains unchanged, no matter how gross the
difference between %′ and % is.

For the fluid model analysis, the discussion at the beginning of Section 2.2 will
be helpful. Equation 2.1, taking r(n) = νn, gives the differential equation that
describes the system’s dynamics:

ṅ = λ− µνn. (2.4)

In this case it is possible to give an explicit formula for the system’s fluid limit.
Indeed, the solution of Equation 2.4 is easily checked to be:

n(t) = %

ν

(
1− e−µνt

)
. (2.5)

In the book by Phillipe Robert [16] the mathematical analysis that yields this
fluid limit is detailed. The strategy is to consider the family of stochastic processes
nL that describe the number of jobs in a system facing job arrivals at rate Lλ. The
sequence nL/L of normalized processes converges in probability to the deterministic
process that solves Equation 2.4, as shown in Figure 2.11.
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Figure 2.11: System’s fluid model as the limit of scaled stochastic processes, the parameters are
λ = 10, µ = 1 and ν = 1.

The equilibrium point of Equation 2.4 is n∗ = %/ν, which gives the same mean
number of jobs that arose from the Markovian analysis. Moreover, using Equation
2.2 the variances of the job population and the service rate may be obtained, these
are the same that were computed using the continuous time Markov chain. Hence,
the fluid model is consistent with the results of the Markovian analysis.

As the dynamics of Equation 2.4 suggest, the linear speed scaling may be re-
garded as a proportional controller, such as the one that appears in Figure 2.12.
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Figure 2.12: Speed scaling using a proportional controller.

Apart from describing the system’s equilibrium, the fluid model captures the
system’s transient as Figure 2.13 shows, this information is not provided by the
Markovian analysis, which only describes the steady-state appearance of the system.
Assuming that the system is originally empty, the number of jobs grows quickly to
the equilibrium value. Note from Equation 2.5 that the system’s time constant is
1/µν, therefore the transient’s duration could be controlled by tuning the value of
ν if this was required by the application.
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Figure 2.13: Fluid model and system’s transient, the parameters are λ = 100, µ = 1 and ν = 1.

2.2.3 Inverse speed scaling

An inverse speed scaling may be regarded as a non-linear static controller, where
the system’s instantaneous power consumption P (s) equals the current job popula-
tion. This policy owes its name to the fact that it may be described as follows:

s = νP−1(n).

The main reason for all the attention that this speed scaling has received is its
worst-case performance. Many authors have attacked the study of variable capacity
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queuing systems using worst-case analyses, which consider the system’s response to
finite instances I of jobs, whose arrival times t1, ..., tn and sizes x1, ..., xn are given.
These are used to compute the time spans Ti that jobs have to spend in the system,
and the individual energies Ei that the system needs to serve each job. A linear
combination of the total delay and energy usage, for a certain trade-off factor β, is
used to measure the system’s response to the instance.

C(I) =
n∑

i=1
Ti + β

n∑

i=1
Ei.

The fact that instances are finite implies that, for a given instance I, there exists
a minimal value Copt(I) for the expression above. The worst-case analysis of a policy
π, comprising a speed scaling and a scheduling, consists of giving upper bounds to
the competitive ratio, which is defined as follows:

CR(π) = sup
I

Cπ(I)
Copt(I) .

Usually, the bounds are attained using a very specific technique, called amortized
competitive analysis [3–5, 22]. This may be used to show that the inverse speed
scaling has a competitive ratio of two, both for PS and SRPT [3,4].

Although the inverse speed scaling has nice worst-case properties, it does not
perform that well when looked from the stochastic point of view. The stochastic
approach, that has been favored in this work, considers all the possible scenarios,
weighing them according to their probability, and provides insight on the system’s
normal behavior. On the contrary, the worst-case analysis only measures the sys-
tem’s response to an isolated event, even if that event is nearly impossible, and
because of this it may be a misleading approach.

For a stochastic analysis of the inverse speed scaling, when job sizes are exponen-
tially distributed and the scheduling is PS, the system’s steady-state behavior may
be described using a continuous time Markov chain. However, most of the metrics
of interest cannot be computed from the chain’s stationary distribution. Because
of this, the fluid model will be used to study the system’s performance from the
stochastic standpoint. In this case, the fluid dynamics are given by:

ṅ = λ− µν√n.
The equilibrium point of this differential equation gives the system’s mean job

population, and also its mean service rate. It is important to highlight that the
number of jobs depends quadratically on the system’s load. If the load could be
predicted, it would be possible to keep the job population under control by choosing
ν appropriately, otherwise the system could be crowded by jobs, and this would
increase delay dramatically.

En =
(
%

ν

)2
; Es = %.

For instance, suppose that % = 50 and assume that ν = 1, in this case the mean
number of jobs is %2 = 2500. This is huge, specially if we compare it with the mean
job population of a system that faces the same load and employs a linear speed
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Figure 2.14: Fluid model, the parameters are λ = 50, µ = 1 and ν = 1.

scaling s = n, this system’s mean number of jobs is % = 50. Thus, the mean delay
is fifty times bigger in the first case. This example is illustrated in Figure 2.14.

Figure 2.14 also shows that the transient lasts longer for the inverse speed scaling,
in comparison with the linear speed scaling. However, this should not be an issue,
provided that transients are short when compared to demand fluctuation cycles.
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Figure 2.15: Block diagram representing the inverse speed scaling.

For computing the second moments of the state variables, the system may be
regarded as the non-linear static controller of Figure 2.15. The result of the small
signal analysis for a general controller is summarized in Equation 2.2, which in this
case yields:

Vn = 2
(
%

ν

)2
; Vs = ν2

2 .

Note that the speed’s variance is independent of the system’s load, which is
remarkable. This allows to design a policy that guarantees a very low variance no
matter what the value of % is, but at the expense of having a huge delay as it was
already pointed out.
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The system’s power consumption arises from Equation 2.3, which gives:

EP (s) = %2 + ν2

2 .

Using this estimate, it is possible to find the value of ν that minimizes the linear
combination cost J . This computation shows that the optimal ν depends on the
system’s load, which means that it is not possible to achieve an optimal design that
is also robust. However, note that unlike the gated static speed scaling, this policy
always determines a stable system, no matter what the values of ν and % are.

νopt =
(

2%2

β

)1/4

;

Jopt = β%2 +
√

2β%.

The analysis above suggests that the main advantage of the inverse speed scaling
is that allows a considerable diminution of the speed’s variance, and more remarkably
this is independent of the system’s load. Nevertheless, this comes at the expense of
a huge sacrifice in terms of mean delay, because the number of jobs in the steady-
state depends quadratically on the system’s load. Furthermore, it is not possible
to dimension this speed scaling so as to be both robust and optimal for a certain
trade-off between delay and power consumption. Because of this, for any application
where delay is a concern, the linear speed scaling will be a much better choice.

2.2.4 Optimal speeds

Assuming that the system’s scheduling is PS, it is possible to determine the
speed scaling r∗ that minimizes the linear combination cost J , for a generic job size
distribution [9, 22]. There is no explicit formula for this speed scaling, which arises
as the solution of a dynamic programming problem. Nevertheless, it is possible to
give bounds for the optimal speeds [22], these are quoted below:

√
n− 2%+ % ≤ r∗(n) ≤ √n+ %+ min

{
%

2n,C%
1/3
}
.

Here C is a constant, and there is a tighter lower bound for n ≤ 2%. This bounds
suggest that the inverse speed scaling s =

√
n is close to being optimal when n is

large. However, the fact that the system’s mean service capacity is fixed to % implies
that, when the optimal speed scaling is used, the system does not operate with a
large job population. In fact, as Figure 2.16 shows, this inverse speed scaling is far
from the optimal, whereas the linear speed scaling operates in between the bounds
when s is close to %, which is the case in the steady-state.

Although the optimal speed scaling minimizes the linear combination cost J , it
has the disadvantage that it is not robust as it depends on the system’s load. This
is clear from the bounds, because the region in between them moves upwards when
% rises. Moreover, there is an important penalty in terms of performance, almost as
severe as for the gated static speed scaling, if the system’s load is mis-estimated [22].
Hence, if a robust design is required, then the optimal speed scaling is immediately
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ruled out and clearly the best alternative, among those that have been discussed in
this section, is the linear speed scaling.
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Figure 2.16: Bounds for the optimal speed scaling.

2.3 Dynamic control

Several speed scaling policies have been explored across Section 2.2, and they
all may be thought as the result of using different static controllers in the feedback
loop of Figure 2.3. Although this approach provides some insight on the matter of
speed scaling, rather than a complicated search over the space of nonlinear static
controllers, we believe that it is more convenient to look for a dynamic controller.

2.3.1 Proportional-integral control

Since one of the main objectives is to keep the mean delay in check, which
translates in seeking a small value of n∗, we think that it is reasonable to add an
integrator in the controller. This liberates the service rate µs to find the correct
level, so as to match the strength λ of the arriving stream of jobs, without requiring
the job population to grow. From a dynamic perspective, since having two back-to-
back integrators can lead to an oscillatory instability, a proportional term must also
be included in the controller. Namely, this amounts to using a proportional-integral
controller, which is a widespread methodology. Figure 2.17 expresses our proposal
in block diagram form.

As Figure 2.17 shows, we have included a set point η > 0, hence the proportional-
integral controller is based on the error n−η. This is required because otherwise, the
second integrator would always have an input of positive sign, implying an increasing
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output that would be unable to regulate down if necessary. This set point will play
an important role, because it will determine the system’s mean delay, as it will be
discussed in turn.

λ

∫

µ
(

1 + b
∫ )

ηv

+ ṅ n
+

µs

−

−+

Figure 2.17: Use of a proportional-integral controller to scale the system’s capacity.

It is not necessary for the proportional term to involve η. Actually, we will modify
this from the diagram, defining the control loop by the following set of differential
equations:

ṅ = [λ− µ(n+m)]+n ;
ṁ = b [n− η]+m .

(2.6)

Here the positive projection [x]+y is defined as follows: [x]+y = 0 whenever x < 0
and y ≤ 0, otherwise [x]+y = x. These are required to guarantee that the values of
m and n are always non-negative.

The use of a proportional-integral controller admits a simple interpretation,
which is shown in Figure 2.18. The effect of the controller’s proportional term
is the spawn of a baseline server whenever a job arrives, as in the linear speed scal-
ing. Additional capacity may also be summoned by the integral term, this capacity
is provided by a special server called helper, which collaborates with the baseline
servers, equitably dividing its capacity among them. The helper’s work allows the
service capacity to adjust with no penalty on latency.

For finding the system’s equilibrium, two cases must be distinguished:

(a) The case % − η ≤ 0 yields that m∗ = 0 is the equilibrium value of m, hence
the helper’s steady-state mean service capacity is zero. This together with the
fact that m is positive, implies that the helper is almost surely disconnected
in the steady-state. Consequently, after the equilibrium is reached, the system
operates as if a linear speed scaling was being used.

(b) On the contrary, % − η > 0 yields m∗ > 0, which means that the system
operates with an active helper.

We are only interested in the second case, because the linear speed scaling has
already been studied. Under the hypothesis that %−η > 0, the system’s equilibrium
is:

n∗ = η; m∗ = %− η.
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Figure 2.18: Interpretation of the proportional-integral speed scaling.

Note that s = n + m, then it is easy to check that the mean service rate is
coherent with Proposition 1.2.1. In addition, observe that the set point η gives the
mean delay as it was announced before.

En = η; Em = %− η; Es = %.

If the evolution of n along the interval of time [0, t] is known, using Equation 2.6,
is easy to compute the value ofm, and also the system’s service capacity s = n+m, at
time t. This may be used to implement the speed scaling that we are proposing, and
also allows to simulate its behavior, which is shown in Figure 2.19. Note that after
a short transient, the state variables reach the steady-state and end up oscillating
around the computed mean values.
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(a) Phase diagram.
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(b) Time evolution.

Figure 2.19: Fluid limit approximation to the proportional-integral speed scaling, the parameters
are λ = 100, µ = 1, η = 30 and b = 0.5.

For computing the relevant variances, suppose that after the steady-state is
reached, the state variables stay close enough to their equilibrium values so that
the inequalities n > 0 and m > 0 hold almost all the time, as it happens in Figure
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2.19. This assumption allows to dismiss the positive projections of Equation 2.6,
simplifying the small signal analysis. Under these conditions, linearizing Equation
2.6 and considering the noise input of Figure 2.17, we get the following state-space
form equations:

[ ˙δn
˙δm

]
=
[
−µ −µ
b 0

] [
δn
δm

]
+
[√

2λ
0

]
w.

Let A be the state matrix of this linear system, and call B the input matrix.
The system’s stationary covariance matrix Q may be found by solving the equation
AQ+QAt +BBt = 0 due to Lyapunov [7], this yields:

Q =
[
λ/µ 0

0 bλ/µ2

]
.

Note that the matrix Q is diagonal, which means that n and m are uncorrelated.
Therefore, the variance of the service capacity is simply Eδs2 = Eδn2 +Eδm2, which
gives:

Vs = %

(
1 + b

µ

)
. (2.7)

It is also easy to compute the mean power consumption:

EP (s) = %2 + %

(
1 + b

µ

)
.

Note that the service rate variance is slightly larger than in the linear speed
scaling case. Nevertheless it is possible to keep the difference b%/µ in check by
choosing a small b. Furthermore, this little drawback is compensated by the fact
that, in this case, the mean job population is almost independent of the system’s
load, and it is given by the set point η. This represents a substantial improvement in
performance, in terms of latency. Recall that for the linear speed scaling the mean
number of jobs depends linearly on the value of %.

It is worth explaining to what extent the mean number of jobs and the load
are independent. When the steady-state is reached, the system’s operating point
oscillates around its equilibrium value. In this state, arrivals and departures occur
at the same rate, thus the value of n oscillates symmetrically around its equilibrium
point, and the same happens with m. Consequently, the system’s operating point
hovers around its equilibrium value producing an elliptical shape, as in Figure 2.19a.
When the amount of noise, introduced by the arriving stream of jobs, increases,
the oscillations around the equilibrium become wider and the size of the elliptical
shape grows. This happens when the load grows, also note that a higher value of b
amplifies the input noise increasing the variance of m. If the load is big enough in
comparison to η, the elliptical shape shown if Figure 2.19a gets flatten against the
n = 0 axis, this happens in Figure 2.20a, and under the right choice of parameters,
even the solution of Equation 2.6 may touch the axis, as depicted in Figure 2.20b.
These phenomenons cause the mean position of the system’s operating point ot shift
right, and away from the equilibrium point of Equation 2.6, therefore the mean job
population becomes higher than η if the load is too large.
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(a) The elliptical shape begins to flatten
for η = 15.
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(b) The fluid limit touches the axis for
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Figure 2.20: Simulations for λ = 100, µ = 1 and b = 2.

As a final remark, it is worth pointing out that the proportional-integral law not
only allows to work with a low latency, but also guarantees a maximum delay. The
use of dedicated servers implies that a job of size x will have to stay in the system
for at most x/µ seconds.

2.3.2 A discrete implementation

We propose a simple implementation of the proportional-integral law, in terms
of discrete servers. In particular, this implementation is more amenable for cloud
computing environments.

µ

µ

... n

µ

µ

H µ

... m

H µ

λ

Figure 2.21: Discrete implementation of the proportional-integral law using helpers.

Suppose that, upon arrival, each job is allocated a dedicated server of capacity µ.
Additionally, there is another class of pooled servers, also of capacity µ, that may be
summoned to collaborate with the dedicated servers, these will be called helpers. As
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in the previous section, assume that the pooled capacity, once summoned, is shared
by all the jobs in a processor sharing fashion. Figure 2.21 illustrates our proposal.

For managing the number of helpers m, suppose that each job present in the
system summons a helper at rate b, hence if the job population rises, the system
reacts using helpers to stop the growth of latency. In addition, assume that a central
process decides to turn off a helper at rate bη, so as to refrain the number of helpers
from growing out of bounds.

For the model, suppose that the times between consecutive helper appearances,
and the times between successive helper disappearances, are exponentially dis-
tributed and independent of each other.

(n, m)

(n, m + 1)

(n + 1, m)

(n, m − 1)

(n − 1, m)

bn

λ

bη1m>0

µ(n+m)1n>0

Figure 2.22: Continuous time Markov chain for the job and helper population.

Under these assumptions, the system’s behavior may be described using a con-
tinuous time Markov chain, the transition rates of this chain are depicted in Figure
2.22. The fluid limit that arises from the chain’s drift is described in Equation 2.8.
Although the field is slightly different from the one that appeared in the previous
section, this equation describes the same dynamics, because the fields only disagree
along the boundary of the upper right quadrant.

ṅ = λ− µ(n+m)1n>0;
ṁ = b (n− η1m>0) .

(2.8)
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(b) Time evolution.

Figure 2.23: Fluid limit approximation to the discrete implementation, the parameters are λ =
100, µ = 1, η = 30 and b = 0.5.
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Hence, the relevant expectations are the same as before, and as the simulation
of Figure 2.23 shows, the fluid model gives a precise description of the system’s
behavior. After a short transient, the system’s operating point hovers around the
equilibrium point of Equation 2.8 as predicted.

For computing the relevant variances, the small signal analysis will be slightly
different. As before, it is necessary to assume that the system’s operating point
stays close enough to the equilibrium point of Equation 2.8, so that it is possible
to dismiss the indicator functions. However, in this case, the linearized state-space
form includes two independent noise terms w1 and w2 with unitary spectral power
densities:

[ ˙δn
˙δm

]
=
[
−µ −µ
b 0

] [
δn
δm

]
+
[√

2λ 0
0

√
2bη

] [
w1
w2

]
.

The first of these terms had already shown in the analysis of Section 2.3.1,
whereas the second had not appeared because in that case the value of m was
deterministically determined by the job population. In this context helpers are
summoned and disconnected at random times, introducing the additional noise term.
The values of the spectral power densities were computed adding up the transition
rates away from the equilibrium point, in the respective directions.

As in Section 2.3.1, let A be the state matrix of the linear system, and call B
the input matrix. In this case, the steady-state covariance matrix is:

Q =
[
%+ η −η
−η b (%+ η) /µ+ η

]
.

Note that n and m are now correlated, which did not happen before. Hence, the
speed’s variance is Eδs2 = Eδn2 + 2Eδnδm+ Eδm2, which yields:

Eδs2 = %

(
1 + b

µ

)
+ bη

µ
.

This is the same as in Equation 2.7, except for the additional bη/µ term. How-
ever, this term can be controlled by choosing b adequately. Therefore, the system’s
performance is almost the same as in Section 2.3.1.

The implementation of a single server that processor shares its capacity already
involves some complexity, usually this is done by devoting each job a small quantum
of service time in a round robin fashion. When the capacity to be shared resides
in multiple servers, the degree of complexity is higher. A possible implementation
would require each server to processor share its service rate among all the present
jobs, otherwise a central process would be needed to keep track of the capacity that
each job is receiving and to organize the helpers accordingly. All this may be avoided
if each helper chooses a job to serve at random.

More precisely, assume each time a helper instance is summoned, it chooses a
random job in the system, with possibly multiple helpers attending the same job.
In addition, every time a job is finished, all the helpers that had been serving that
job choose a another one at random. For this policy, the values of n and m evolve
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according to the same continuous time Markov chain of Figure 2.22, in particular the
fluid model is exactly the same, as Figure 2.24 confirms. Therefore, the expectations
of the relevant variables do not change. However, the variances are a little higher
because the random assignment of the helper capacity introduces additional noise.
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(b) Time evolution.

Figure 2.24: Result of using a random assignment for the helper capacity, the parameters are
λ = 100, µ = 1, η = 30 and b = 0.2.

This final remark is important because it considerably simplifies the implementa-
tion of the proportional-integral law, and as Figure 2.24 shows, the system’s behavior
is almost the same.
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Chapter 3

The impact of scheduling

3.1 Motivation

For constant service rate systems, scheduling policies have been widely studied,
and it is possible to substantially enhance performance by choosing the most ade-
quate scheduling. For instance, consider the example of Figure 3.1, where job sizes
are exponentially distributed and the system employs a fixed service rate ν.

0 10 20 30 40 50 60 70 80 90 1000

20

40

60

t

n

FIFO
SRPT

Figure 3.1: Comparison of two different scheduling policies in a constant service rate system, the
parameters are λ = 30, µ = 1 and ν = 31.

When job sizes are exponentially distributed, FIFO and PS give the same steady-
state n, which was determined in Section 2.2.1. Therefore, the use of FIFO under
the conditions of Figure 3.1 yields En = 30 and Vn = 930. On the other hand, as the
plot shows, the use of SRPT comes with a significant reduction of the expectation
and variance of the number of jobs. In fact, it may be proved [17,20] that, no matter
what the job size distribution is, SRPT is the scheduling that minimizes the mean
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job population, and therefore the mean delay.

For systems that scale their service capacity, the impact of using a certain
scheduling cannot be analyzed alone, the interaction with the speed scaling must
be considered. Although some scheduling policies may favor a shorter queue length
for constant service rate systems, this does not mean that the same will happen
in the context of variable service rate, because in this case, a reduction of the job
population also pushes the service rate down.

In systems that employ speed scaling policies, the service rate is adjusted so as
to match the strength of the job inflow, and this fixes the mean service capacity, as
was seen in Proposition 1.2.1. This adjustment is done by surveying the evolution
of job population, thus for the service rate to reach its mean value, it is needed that
the number of jobs reaches a certain level.

Consequently, the mean job population is mostly determined by the speed scal-
ing. This is a substantial change with respect to constant service rate systems.
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(a) Linear speed scaling, for λ = 30 and
µ = 1.
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(b) Inverse speed scaling, for λ = 10 and
µ = 1.

Figure 3.2: The impact of scaling the system’s capacity, job sizes are exponentially distributed.

For instance, consider the impact of setting s = n under the same conditions of
Figure 3.1. In this case, the mean job population is %, no matter what the scheduling
is, as Figure 3.2a shows. Another example is given in Figure 3.2b, where the speed
scaling is s =

√
n. For this policy, the mean number of jobs is approximately %2 both

for FIFO and SRPT, as the fluid model of Section 2.2.3 suggests. In this example,
a smaller λ was chosen in order to shorten the transient’s duration.

The mean number of jobs is also determined by the speed scaling when the
system employs a proportional-integral law, which is not memoryless as the linear
and inverse speed scaling policies. Figure 3.3 shows how the mean job population is
given by the value of the set point η, both when FIFO and SRPT are used. Recall
that the same holds when this is done using PS. Moreover, it was seen in Section
2.3.2 that the mean job population is also given by η when the helper capacity is
assigned randomly, in this case the scheduling is a mixture of PS and RANDOM.
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Figure 3.3: The proportional-integral law for different scheduling policies, the parameters are
λ = 100, µ = 1, η = 30 and b = 0.5.

Nevertheless, as all these simulations show, there are some differences in perfor-
mance when distinct scheduling policies are used. For instance, the transients seem
to be longer for SRPT than FIFO. More interestingly, the number of jobs has a
larger variance for FIFO in all the cases, which would probably lead to a higher de-
lay variability. Additionally, the variance of the service rate, and therefore the mean
power consumption, is always smaller for SRPT, even though this is not shown in
the plots. Overall, it seems that the relevant first moments are given by the speed
scaling, while the variances also depend on the scheduling. Hence, since the mean
power consumption and the service rate variance are two relevant metrics, the study
of scheduling policies is a matter of interest.

This study will be initiated with the observation that, for a fixed memoryless
speed scaling, the system’s performance is exactly the same for scheduling policies
of a certain class, which will be specified soon. This statement implies that, in order
to obtain different results, it is necessary to explore some scheduling policies outside
this class. Before stating this result properly, it is necessary to give some definitions.

A scheduling is said to be blind when it does not make use of knowing the
remaining sizes of the jobs present in the system. In other words, for scheduling
policies of this kind, the fraction of the service capacity that each job is devoted is
independent of how close the job is to being finished.

Example 3.1.1. Some examples of blind scheduling policies are:

(a) FIFO that assigns all the service rate to the job with the smallest arrival time.

(b) LIFO which devotes all the service capacity to the job with the largest arrival
time.

(c) RANDOM that chooses at random which job will receive all the available
service rate.

51



(d) PS which assigns each job an equal share of the system’s capacity.

In addition, a scheduling is said to be single-job and non-preemptive if it always
devotes all the system’s capacity to a single job, and this job is run to completion
with no interruptions. Scheduling policies satisfying the second condition of this
definition alone, are often called non-preemptive scheduling policies. Except for PS,
all the scheduling policies that where listed in Example 3.1.1 are single-job and non
preemptive.

Example 3.1.2. Some scheduling policies that are not single-job and non-preemptive
are:

(a) PS because the system’s capacity is shared by all the jobs present in the system.

(b) SRPT because it stops serving a job whenever a smaller job arrives.

(c) LAS because it stops serving a job whenever a new job arrives.

For constant service rate systems, it is very well known that every blind and
non-preemptive scheduling has the same steady-state n, and therefore the same
performance. In the context of variable service rate systems, it is possible to show
that the stationary distributions of n and s are the same for all blind, single-job and
non-preemptive scheduling policies, provided that the speed scaling is memoryless.
In particular, all these will have the same mean delay, mean power consumption and
service rate variance.

Recall that a speed scaling is memoryless if s = r(n) for a certain function r.
In other words, the system’s capacity is determined by the current number of jobs
inside of the system. Now it is possible to state the promised result, the proof is
given in Appendix A.

Theorem 3.1.1. Suppose that a memoryless speed scaling is used:

(a) If the steady-state of n exists for a certain blind, single-job and non-preemptive
scheduling, then it exists for all the scheduling policies of this class.

(b) If the steady-state of n exists, then it has the same distribution for every blind,
single-job and non-preemptive scheduling.

The statement of the theorem only refers to the stationary distribution of n.
Nevertheless, for a memoryless speed scaling, if n reaches the steady state, then
the same holds for s. Moreover, the stationary distribution of s is given by the
steady-state law of n and the function r, used to define the speed scaling. Hence,
as it was announced, every blind, single-job and non-preemptive scheduling has the
same performance, for a fixed memoryless speed scaling.

Note that FIFO is a blind, single-job and non-preemptive scheduling whose per-
formance under the gated static, linear and inverse speed scaling policies has been
examined across figures 3.1, 3.2a and 3.2b, respectively. According to Theorem 3.1.1,
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any other scheduling of the same class will perform in the exact same way under
these speed scaling policies. In addition, it was observed that SRPT outperforms
FIFO, and therefore every blind, single-job and non-preemptive scheduling, in all
the cases. This explains the need of looking for scheduling policies outside of this
class, in order to achieve a better performance.

A natural candidate is PS, which is not single-job and non-preemptive. This is
one of the most popular scheduling policies, and it has very nice properties in terms
of fairness. These attributes will be discussed in Chapter 4, however the fact that
under PS jobs equitably share the system’s capacity already suggests that this is a
fair scheduling.

The other candidate is SRPT, which is a size-based and preemptive scheduling.
This policy was shown to minimize the mean delay in constant service rate systems,
and the next section will be devoted to seeing that something similar may be said
in the context of variable service rate.

3.2 The optimality of SRPT

In one of his papers [20] Donald Smith proves that SRPT is the scheduling which
minimizes the mean delay for constant service rate systems. The aim of this section
is to extend the underlying ideas of his proof, so as to state a similar result in the
context of variable service rate systems. This will mean that, in some sense, SRPT
is the optimal scheduling for any trade-off between delay and power consumption,
or delay and service rate variability.

Until now, the service rate has mostly been regarded as a function of job popu-
lation. However, it is possible to view it a as functions of time. For instance, if the
speed scaling is memoryless, this function would be s(t) = r(n(t)). In this section,
the system’s speed will be considered from this perspective, and it will be proved
that, if the system’s service rate s(t) is given, then the scheduling that minimizes
the mean delay is SRPT. Note that the mean power consumption and the variance
of the service rate are completely determined by s(t), thus the last statement implies
that SRPT is optimal for s(t).

Before proving the announced result, it is necessary to establish some notation.
These will mainly be used to characterize the state of the system in terms of the
remaining sizes of jobs.

The space of system states will be denoted Σ, and it will consist of the non-
negative and non-increasing real sequences with finitely many positive terms. More
precisely, a sequence σ belongs to Σ if and only if:

(a) σi ≥ σi+1 for all i ≥ 1.

(b) There exists |σ| ≥ 0 such that σi = 0 for all i > |σ|.
The remaining sizes of jobs may always be described using a sequence σ ∈ Σ.

Suppose that the number of jobs is n, then the size |σ| of this sequence will also be
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n, and the first n terms of the sequence will be the remaining sizes in decreasing
order, the following terms will be zeros. When ordering the remaining sizes, ties
may occur. In that case, the remaining size of the job with the smallest arrival time
will receive the smallest index, this ensures the uniqueness of the assignation.

It will be helpful to define a partial order in Σ. So as to do this, consider for
each k ≥ 1 the map Sk : Σ −→ [0,+∞) such that:

Skσ =
+∞∑

i=k
σi.

The partial order is defined using this family of maps as follows: given two
sequences σ, η ∈ Σ it is said that σ ≤ η if and only if the following condition holds
for every k ≥ 1:

Skσ ≤ Skη.

It is important to highlight that if σ and η are the states of two different systems,
with σ ≤ η, then the first system has a smaller number of jobs, possibly equal.
To understand why, note that σ ≤ η implies |σ| ≤ |η|, otherwise the following
contradiction would follow:

S|σ|σ > 0 = S|σ|η.

From now on, two systems S1 and S2 will be considered. Their system states at
time t will be denoted σt and ηt, although the time index will be omitted when there
is no risk of confusion. The first of these systems will use a service rate u(t) together
with SRPT, while the second will employ a generic scheduling and the service rate
v(t). In addition, the two systems will be facing the same work arrival process.

The following lemma shows that the defined partial order is invariant under job
arrivals. In other words, if σ ≤ η right before an arrival, then the same holds after
the arrival.

Lemma 3.2.1. Suppose that a job of size x arrives to the systems at time t. Let
σ− and η− be the states that S1 and S2 would present at time t if the arrival did
not occur, and let σ and η be the actual states of S1 and S2 at time t. If σ− ≤ η−,
then σ ≤ η.

Proof. Suppose that the remaining size of the newly arrived job takes the index m
in σ and the index n in η. Also, fix k ≥ 1 and note that:

Skσ = Sk−1σ
− if m < k;

Skσ = x+ Skσ
− if m ≥ k.

Assume that m < k and n < k. Using the previous observation, and the fact
that σ− ≤ η−, one gets:

Skσ = Sk−1σ
− ≤ Sk−1η

− = Skη.
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Suppose that m ≥ k and n < k. In this case the fact that m ≥ k implies that
x ≤ σ−k−1, hence:

Skσ = x+ Skσ
− ≤ Sk−1σ

− ≤ Sk−1η
− = Skη.

Assume that m < k and n ≥ k. The first of these inequalities implies that
σ−k−1 ≤ x, thus:

Skσ = Sk−1σ
− ≤ x+ Skσ

− ≤ x+ Skη
− = Skη.

Finally, suppose that m ≥ k and n ≥ k:

Skσ = x+ Skσ
− ≤ x+ Skη

− = Skη.

All the cases have been covered, therefore the following inequality always holds:

Skσ ≤ Skη.

Note that the proof does not make use neither of the scheduling policies nor the
service rate that the systems use.

The second lemma that will be proved says that the partial order is also preserved
when time goes by, provided that there are no arrivals and the servers of S1 and S2
are running at the same speeds. In this case the hypothesis that S1 uses SRPT will
be necessary.

Lemma 3.2.2. Consider two instants of time 0 ≤ t1 < t2 and suppose that:

(a) σt1 ≤ ηt1 .

(b) There are no arrivals during the interval of time [t1, t2].

(c) u(t) = v(t) for all t ∈ [t1, t2].

Then for every t ∈ [t1, t2] the following holds:

σt ≤ ηt.

Proof. For a fixed t ∈ [t1, t2] both systems serve the same amount of work units
during the interval [t1, t], because the servers of the two systems run at the same
speed along this interval of time. Moreover, this quantity is given by:

w(t) =
∫ t

t1
u(τ)dτ.

The fact that S1 uses SRPT implies that Skσt ≤ Skηt, because in σ the job
units that have been served, are always subtracted from the leftmost term of the
sequence. More rigorously, for every k ≥ 1 one gets:

Skσt = max{Skσt1 − w(t), 0} ≤ max{Skηt1 − w(t), 0} ≤ Skη.

Here the maximums are taken because the value of w(t) may be big enough to
determine the departure of the |σt| − k + 1 jobs of S1 with the smallest remaining
sizes.
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Using the last two lemmas it is possible to prove the announced theorem.

Theorem 3.2.1. Suppose that u(t) = v(t) for all t ≥ 0 and σ0 ≤ η0. Then the
following inequality holds for all t ≥ 0:

σt ≤ ηt.

Proof. Let tj > 0 be the instant of arrival j ≥ 1 and set t0 = 0. It will be shown,
by induction on j, that for all j ≥ 0 and t ∈ [tj, tj+1) the following inequality holds:

σt ≤ ηt.

The base case j = 0 is an immediate consequence of Lemma 3.2.2. For the
inductive step, assume that the statement is true for j ≥ 0, it will be shown that
the statement also holds for j + 1.

Let σ−tj+1 and η−tj+1 be the states that S1 and S2 would reach at time tj+1 if
arrival j+ 1 did not occur, this is the same notation of Lemma 3.2.1. The induction
hypothesis implies that σtj ≤ ηtj , hence Lemma 3.2.2 yields:

σ−tj+1 ≤ η−tj+1 .

The last inequality, together with Lemma 3.2.1, implies that:

σtj+1 ≤ ηtj+1 .

Finally, this inequality, together with Lemma 3.2.2, implies that for each t ∈
[tj+1, tj+2) the desired inequality holds:

σt ≤ ηt.

Suppose that m is the number of jobs in S1 and let n be the job population of
S2. Recall that this two systems face the same work arrival process. The following
result is a straightforward corollary of Theorem 3.2.1.

Corollary 3.2.1. Suppose that S1 and S2 have the same state at time t = 0. In
addition assume that their servers react in the same form to the work arrival process,
this means that u(t) = v(t) for all t ≥ 0 and for every trajectory of the work arrival
process.

(a) m(t) ≤ n(t) for all t ≥ 0 and any given trajectory of the work arrival process.

(b) Em ≤ En.

Note that under the hypothesis of Corollary 3.2.1, the variance of the service rate
and the power consumption are the same for the two systems, because u(t) = v(t)
for all t ≥ 0. Hence, this corollary states that S1 performs at least as well as S2
with regard to the relevant metrics.

It is worth pointing out that, in the context of Corollary 3.2.1, the service rate
is being regarded as stochastic processes defined over the same domain as the work
arrival process. More precisely, for a certain probability space (Ω,F ,P), the work
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arrival process A : Ω×[0,+∞) −→ [0,+∞) gives the evolution of job arrivals A(t, ω),
for any given draw ω ∈ Ω. The way in which the system responds to these arrivals,
in terms of service rate, is described by the stochastic process s : Ω × [0,+∞) −→
[0,+∞), which yields the service rate s(t, ω) that the system will use at any given
time t.

In order to avoid misinterpretations, the term rate function will be used in refer-
ence to the stochastic process s : Ω× [0,+∞) −→ [0,+∞). The term speed scaling
will be reserved for the policy that describes how the system’s capacity is scaled in
terms of the job population. For instance, saying that the system’s service rate is
s = n amounts to describing its speed scaling. In this example, the rate function
would be the stochastic process s(t, ω) = n(t, ω), which will depend on the work
arrival process and the scheduling.

Using this terminology, one could restate Corollary 3.2.1 as follows:

Corollary 3.2.2. For a fixed rate function, SRPT is the scheduling that minimizes
the job population n(t, ω) at any given time t, and for any draw ω. In particular,
SRPT minimizes the mean delay, and therefore is the optimal scheduling choice for
the considered rate function.

3.3 Virtual systems

It is important to keep in mind the last observation of Section 3.2, so as to avoid
confusions. The statement of Corollary 3.2.2 is referred to rate functions, and not
to speed scaling policies, hence this corollary does not state that SRPT outperforms
the other scheduling policies in systems that use a certain speed scaling.

0 5 10 15 20 25 30 35 40 45 500

50

100

t

s

PS
SRPT

Figure 3.4: Service rate over time for a linear speed scaling coupled with distinct scheduling
policies, job sizes are exponentially distributed with λ = 100 and µ = 1.
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Note that for all the speed scaling policies that have been discussed so far,
changing the scheduling also changes the way in which the service rate evolves over
time. In other words, the same speed scaling yields different rate functions when
coupled with distinct scheduling policies. For example, consider the simulation of
Figure 3.4, which shows how the service rate of two systems, that use the same speed
scaling but distinct scheduling policies, reacts differently to the same job arrivals.

In spite of these comments, the statement of Corollary 3.2.2 gives a procedure
for improving a certain policy.

Consider any policy κ comprising both a speed scaling and a scheduling different
from SRPT. For instance, suppose that this policy uses a linear speed scaling to-
gether with PS, this determines a fine performance in terms of the relevant metrics.
Suppose that the execution of this policy, for a fixed work arrival process, yields
a rate function u. In practice, it is possible to implement a system, which uses a
second policy π, that schedules jobs using SRPT and sets the service rate according
to the rate function u for the same work arrival process. This may be done by
simulating the response of a virtual system, which uses policy κ, to the same job
arrivals that the real system faces.

For a sketch of a possible implementation, denote by S the real system, which
will use the policy π, and let S ′ be the simulated system, that will use the policy
κ. The process in charge of the simulation would have to receive, in real-time, the
arrival times and sizes of the jobs that are received by S. In addition, this process
would be responsible of setting the service rate of S. Figure 3.5 illustrates this idea.

λ S

S ′

π

κ

u

Figure 3.5: Use of a virtual system to set the service rate.

The information that should be passed to the process in charge of the simulations
is the same information that SRPT needs to function. Namely, the sizes and arrival
times of jobs. Therefore, this is not an inconvenient, provided that it is possible to
employ SRPT.

Clearly, policy π has the same mean power consumption and service rate variance
as policy κ, and also a lower mean delay, possibly equal, according to Corollary 3.2.2.
Moreover, simulations show that the mean delay may be significantly reduced by
the use of this technique. For instance, Figure 3.6 shows what happens when κ uses
a linear speed scaling together with PS.
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Figure 3.6: Reduction of the mean delay when the virtual system uses a linear speed scaling
together with PS, jobs are exponentially distributed, λ = 100 and µ = 1.
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Chapter 4

Fairness considerations

4.1 Introduction

Traditionally, fairness has not been the main input for measuring the performance
of queuing systems, and usually efficiency has been considered more relevant. In the
context of constant service rate systems, efficiency is typically assessed by measuring
the mean delay experienced by jobs. Under this metric, scheduling policies that give
priority to small jobs show an improvement in performance, being SRPT the most
remarkable example. However, the adoption of these policies has been resisted due
to fears regarding fairness. Namely, the possibility that large jobs may be starved
of service is a huge worry, specially for some applications.

Example 4.1.1. Some examples of applications where large jobs are particularly
important are:

(a) Online shopping web sites, because the large requests are often the shopping
cart transactions.

(b) Online music web sites, where the large requests are usually the song and
album downloads.

(c) Supercomputing centers, because large jobs are normally associated with the
important costumers.

Although typically not the main design objective, fairness is a very important
feature of queuing systems, as these examples show. Specially for applications where
human users are involved somehow, the importance of fairness is commonly related
to the human factor, simply because people are angered when treated unfairly.

In order to address the topic of fairness, it is important to have a clear definition
of this concept, and also to have a suitable metric for measuring it. The inconvenient
is that fairness is a very complex notion, which is impossible to define in a universal
way, because it takes different forms depending on the application that is being
considered.
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Example 4.1.2. For instance, consider the following settings:

(a) In a ticket box office it is fair that whoever arrives first is sold tickets before
the other clients. Since tickets are a limited resource, it would not be fair to
sell the last ticket to any other costumer that had not arrived earlier than all
the other waiting clients.

(b) In a grocery store it is acceptable to allow costumers carrying a few articles
to bypass other clients using a special lane, reserved for costumers buying less
than a certain number of articles, established in advance.

(c) In a hospital it is fair to aid the most urgent patient, regardless of the time
that this will require.

A notion of fairness, that is not strange to computer systems, is temporal fairness.
This refers to the idea that it is polite to respect the seniority of jobs in the queue.
Under this notion, it is unfair for newly arrived jobs to be served before jobs that have
spent a long time waiting inside of the system. Temporal fairness is fundamental in
e-commerce applications, where it is essential to guarantee that an item gets sold to
the first person to request it. Likewise, this is a relevant outlook in any application
where data consistency is important.

Another incarnation of fairness, that appears quite commonly in computer ap-
plications, is proportional fairness. Under this notion, the delay experienced by jobs
should be proportional to their original sizes. In other words, a certain range of job
sizes should not be benefited to the detriment of job sizes outside of the favored
range. Proportional fairness arises naturally in many computer applications, due
to the inherent trade-off between fairness and efficiency, because the latter requires
biasing towards small job sizes at the expense of large job sizes. Many size-based
policies, that function in web servers and routers, operate in this way.

Biasing towards small job sizes also increases efficiency in the context of variable
service rate systems, as it was seen in Section 3.2. This chapter will be devoted to
studying the impact on fairness of this bias, thus the notion of proportional fairness
will be adopted. Specifically, the main purpose of this chapter will be to assess the
concerns regarding the starvation of large jobs when SRPT is used. This will mostly
be done by considering discrete event simulations.

A metric that has been widely used for measuring proportional fairness, and
will be used in this chapter, is slowdown, which measures the ratio between latency
and size for a given job. More precisely, the metric that will be used is the mean
slowdown. Letting T (x) represent the delay experienced by jobs of size x, the mean
slowdown is defined as follows:

ES(x) = ET (x)
x

.

According to the definition of proportional fairness, it would be desirable to
have a constant mean slowdown. This may be achieved by using PS, provided that
the speed scaling is memoryless [3]. The latter reinforces the idea that PS is a
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ultimately fair scheduling, something that it is already suggested by the fact that
PS equitably shares the system’s service capacity among all the present jobs in the
system. Furthermore, it may be proved [3] that the slowdown achieved by PS, under
a memoryless speed scaling, may be written in terms of the mean delay and the mean
size of jobs, which equals one in our model.

ESPS(x) = ETPS
EX

= EnPS
λ

(4.1)

Because of this, it makes sense to measure any other scheduling, in terms of its
fairness performance, against PS.

4.2 Job starvation concerns regarding SRPT

It is well known that SRPT minimizes the mean delay in systems that operate
at a constant service rate, but in spite of this, SRPT is not prevalent in practice. In
some cases, this scheduling is not used because the size of jobs cannot be estimated in
advance, therefore it is not possible to know which is the smallest job in the system.
However, in several applications this is not the case, it is possible to reasonably
estimate the size of jobs as soon as they arrive. For instance, in the case of static
web requests, job sizes are proportional to the size of the requested file, which
is known by the server. Similarly, in many database applications, the processing
requirement of a query may be estimated in advance. The foremost objection to
using SRPT has to do with fairness, it is believed that the average performance
improvement displayed by SRPT stems from the fact that large jobs are sacrificed
so that small jobs may experience very low delays.

4.2.1 Constant service rate systems

It is convenient to begin the discussion talking about constant service rate
systems. In this context, the matter of fairness has been addressed in previous
works [6, 21], and some of the conclusions that arose from those works may help to
provide some insight.

Consider a queuing system with one queue and a single server, as the one depicted
in Figure 4.1. Suppose that jobs arrive to this system at rate λ having mean size
one, and assume that the server runs at a constant speed of µ jobs per second.

λ

µ

Figure 4.1: Constant service rate system facing job arrivals at rate λ, with a single server that
performs µ jobs per second.
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Under this framework, the load ρ is defined as the ratio between λ and µ. The
same definition was given for variable service rate systems, however in that case µ
had a different meaning. Recall from Section 1.2.1 that X is the job size distribution,
and note that, when the service rate is constant, 1/µ is the mean time that jobs
need to spend in the server before they leave the system, because:

1
µ

= E
[
X

µ

]
.

This implies that the load ρ may be regarded as the quotient between the arrival
rate λ, and the departure rate µ. In a variable service rate system, this is not a valid
interpretation because the service capacity is typically different from µ, due to the
speed scaling. Moreover, note that for constant service rate systems the stability is
determined by the load: for ρ > 1 the system is unstable because the arrival rate is
greater than the departure rate. On the contrary, in the context of variable service
rate, the system may be stable no matter what the value of % is, several examples
of this have been provided across this work.

Suppose that the queuing system of Figure 4.1 uses SRPT. Under this scheduling,
a job of size x will have priority over any job whose size is greater than x, thus it
makes sense to define the load ρ(x) seen by this job as follows:

ρ(x) = λE
[
X1X≤x
µ

]
= ρE [X1X≤x] .

Note that ρ(x) is a non-decreasing function of x, which grows to ρ as the con-
sidered job size approaches infinity. The fact that ρ(x) is non-decreasing reflects
how the priority of jobs increases as their remaining size decreases, because ρ(x)
represents the workload that will have precedence over a job of size x.

For constant service rate systems, PS is also the scheduling of reference in terms
of fairness. The mean slowdown for PS is constant in this context [6] as well,
furthermore it depends on the load as follows:

ES(x) = 1
1− ρ.

Usually, some job sizes benefit from the use of SRPT, whereas some others
experience higher slowdowns than they would with PS. The proportion of favored
sizes depends on the job size distribution X. For instance, most jobs are favored
when the law of X is heavy-tailed. A distribution is said to be heavy-tailed if the
following holds:

lim
x→+∞

eaxP (X > x) = +∞ ∀ a > 0.

For instance, the job size distribution determines how ρ(x) evolves as x varies
over the possible job sizes. When SRPT is employed, this feature may be used to
say something about fairness [6, 21]. If X is continuous with finite variance, then
job sizes satisfying ρ(x) ≤ 1/2 are favored [6] under SRPT. When the job size
distribution is heavy-tailed, the previous condition holds for most of the jobs.

An example of heavy-tailed job size distribution, which appears frequently in
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computing systems [6], is the Pareto distribution. For exponents α > 1 its cumula-
tive probability function has the following form:

F (x) = 1−
(
k

x

)α
∀ x ≥ k.
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(a) Tail function.
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(b) Load seen.

Figure 4.2: Features of the Pareto distribution for different exponents, the load is ρ = 0.99.

This function takes values in [k,+∞), where k = (α − 1)/α if job sizes are
required to have mean one. Note that the tail of this distribution becomes heavier
as α approaches one, this is depicted in Figure 4.2a. The heavy-tail property implies
that ρ(x) is small for the great majority of jobs, specially if the exponent α is close
to one:

ρ(x) = 1−
(
k

x

)α−1

= 1− [1− F (x)]k .
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Figure 4.3: Mean slowdown for a constant service rate system that uses SRPT, job sizes are
Pareto distributed and the parameters are α = 3 and ρ = 0.99.
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As Figure 4.2b shows, more than 60% of the jobs satisfy ρ(x) ≤ 1/2 when α = 3
and ρ = 0.99. This means that more than 60% of the jobs will positively do better
under SRPT than PS, for ρ = 0.99 and Pareto distributed job sizes of exponent
α = 3. Moreover, as Figure 4.3 shows, almost all job sizes are favored by the use
of SRPT, note that for ρ = 0.99 the slowdown achieved by PS is ESPS(x) = 100.
Indeed, for this simulation, unfavored job sizes were not registered.

For heavy-tailed distributions, the fairness performance of SRPT is pretty decent,
even when ρ is close to one. Although, strictly speaking, the delay is not fairly
distributed among different job sizes, the proportion of jobs that experiences higher
delays than they would under PS, is very little.

4.2.2 Variable service rate systems

The previous section commented on the importance of the system’s load and the
job size distribution for analyzing fairness. In particular, the load seen by jobs seems
to be a variable of interest when the scheduling is SRPT. Therefore, understanding
the system’s load, in the sense of the definition that was given in the previous
section, and the load seen by a certain job size, seems a reasonable starting point
for addressing the topic of fairness in variable service rate systems.

In this context, resorting to a time dependent definition of the load seems in-
evitable due the variability of the service capacity. Letting µs(t) be the service rate
at time t, the system’s load, in the sense of Section 4.2.1, would be:

ρ(t) = λ

µs(t) = %

s(t) .

Similarly, it seems natural to adopt the following definition for the load seen by
jobs of size x at time t:

ρ(x, t) = λE
[
X1X≤x
µs(t)

]
= ρ(t)E [X1X≤x] .

Note that if s(t) is small compared to %, then the load is greater than one, this
typically occurs during transients, when the system was originally empty. In the
context of constant service rate, a load greater than one would mean that the system
is unstable, and, somehow, this is also true in this case, because the number of jobs
begins to grow when s(t) < %. Nevertheless, as a result of the speed scaling, the
service rate adjusts, and consequently the load starts to decrease until the steady-
state is reached. Afterwards ρ(t) oscillates around one, because % is the mean service
rate.

According to Section 2.2.3, the variance of the service rate is very small when
an inverse speed scaling is used together with PS. Furthermore, it was observed in
Section 3.1 that the variability is reduced when SRPT is used. Hence, a system
using an inverse speed scaling together with SRPT should operate with an almost
constant service rate and a load ρ(t) oscillating very close to one, in equations this
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means that:

ρ(t) ≈ 1; ρ(x, t) ≈ E [X1X≤x] .

Recall from Equation 4.1 that any memoryless speed scaling coupled with PS has
a constant slowdown. For an inverse speed scaling, using the estimate for the mean
job population that was computed in Section 2.2.3, this slowdown is approximately
ESPS(x) = %2/λ.
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(a) Mean slowdown for SRPT in com-
parison with PS.
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Figure 4.4: Mean delay for Pareto distributed job sizes with exponent α = 3, the system uses an
inverse speed scaling together with SRPT, the parameters are λ = 10 and µ = 1.

Note that most job sizes are favored by the use of SRPT, as Figure 4.4a shows.
In addition, as Figure 4.4b shows, the slowdown achieved by the same job size is
quite similar to the one that was observed for the constant service rate system of
load ρ = 0.99.
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(a) Mean slowdown for SRPT in com-
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Figure 4.5: Mean delay for Pareto distributed job sizes with exponent α = 3 and a system that
uses a linear speed scaling coupled with SRPT, with λ = 100 and µ = 1.
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When SRPT is the scheduling, switching to a linear speed scaling does not change
much. Moreover, as Figure 4.5b shows, smaller delays are achieved, in comparison
with the inverse speed scaling, for the same quantile. Note that, in this case, the
mean slowdown that the system achieves when PS is used is ESPS(x) = 1/µ. Fur-
thermore, the fact that each job is devoted a dedicated server of capacity µ implies
that in this setting SPS(x) ≡ 1. Figure 4.5a compares the performance of PS and
SRPT when a linear speed scaling is used, note that once more most job sizes are
favored by the use of SRPT.

Summing up, all these simulations suggest that, when the scheduling is SRPT,
variable service rate systems behave, in terms of fairness, almost as constant ser-
vice rate systems with loads near one. Namely, most job sizes benefit from lower
slowdowns, whereas the biggest jobs suffer from larger slowdowns.

The proportional-integral law

The proportional-integral law described in Section 2.3.2, does not use SRPT, all
jobs share the available service capacity in a processor sharing fashion. Nevertheless,
it is interesting to assess its fairness performance, this is done in Figure 4.6.
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(a) Mean delay as a function of size.
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(b) Mean slowdown as a function of size.

Figure 4.6: Mean delay and slowdown for Pareto distributed job sizes with exponent α = 3 and
a system that uses a proportional-integral law, with λ = 100, µ = 1, b = 0.5 and η = 30.

As expected, the slowdown is almost constant, such as in the M/G/∞ queue. In
addition, its value is smaller for the proportional-integral law. This is not surprising
because, under this policy, jobs are typically served using a higher service rate,
compared with 1/µ.

Switching the scheduling to SRPT has an impact on fairness. The smallest jobs
benefit from this change, whereas the slowdown of the biggest jobs grows. This is
shown in Figure 4.7 where the following two cases are considered: in Figure 4.7a
each job is assigned a server of capacity µ upon its arrival, while the helper capacity
is distributed in a SRPT fashion, and in Figure 4.7b all the system’s capacity is
assigned to the smallest job. Note that in the first case the slowdown is always
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lower than 1/µ, because each job is devoted a dedicated server of capacity µ.
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(a) Helper capacity assigned in a SRPT
fashion.
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(b) System capacity assigned in a SRPT
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Figure 4.7: Mean slowdown for Pareto distributed job sizes with exponent α = 3 and a system
that uses a proportional-integral law, with λ = 100, µ = 1, b = 0.5 and η = 30.

The proportional-integral law with SRPT helper capacity assignation, shown in
Figure 4.7a, displays the same mean job population as the original policy, discussed
in Section 2.3.1, with a smaller service rate variance. Moreover, this policy is still su-
perior in terms of fairness when compared to the M/G/∞ queue. All this makes this
variant of the proportional-integral law a strong candidate for the implementation.
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Chapter 5

An application to cloud computing

5.1 Preliminary comments

In this section the implementation of a speed scaled cloud computing environ-
ment will be considered, and design criteria on this matter will be given. To this end,
assume that processing capacity has to be rented so as to provide a certain service
in the Internet. The amount of capacity to be bought has to be determined, this
will depend on the pricing and the profit from providing the service. Additionally,
it is necessary to specify how to manage this capacity, here the analysis that was
carried out in the previous chapters will be useful.

Suppose that, regarding pricing, cloud computing providers offer two different
kinds of instances: reserved and on-demand. The latter are more expensive, however
they have the advantage that they may be purchased on the fly, with no long-
term commitments. On the contrary, reserved instances can only be contracted for
long periods of time, although they have the advantage of being cheaper, in the
case of Amazon they may cost up to a 75% less than on-demand instances. The
expenditure on instances of the first kind may be considered a variable cost, whereas
the expenditure on reserved instances may be regarded as a fixed cost.

It is worth pointing out that there exist other possible deals. For instance, Ama-
zon offers dedicated hosts, which are physical instances, that are more convenient
for some buyers. Another example are spot instances, Amazon allows their clients to
bid for these instances, starting from 90% off the on-demand price. For the analysis
that will be conducted in this section, it would be interesting to consider the impact
of spot instances on costs, nevertheless this would require to know the bidding be-
havior of Amazon’s costumers, which is out of this work’s reach. Therefore, it will
be assumed that only reserved and on-demand instances are available.

It will be assumed that the rented instances are to be managed using a proportional-
integral law, such as the one described in Section 2.3.2. This is a sensible choice,
because this policy allows to provide small latency while keeping the variance of the
service rate in check. The latter results in more predictable resource needs, and con-
sequently in a reduction of the variable cost, provided that the number of reserved
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instances to be contracted is chosen adequately. In addition, this is a fair policy, as
it was seen in Section 4.2.2.

5.2 Design specification

Under the framework that was described in the previous section, in order to
specify the system’s design, it is needed to determine:

(a) The parameters η and b, which characterize the proportional-integral law.

(b) The number r of reserved instances to be purchased.

Assume that the price per unit per hour of reserved instances is pr, and suppose
that pd is the price per unit per hour of on-demand instances, as it was mentioned
pr < pd. Letting m be the number of helpers and n be the job population, as in
Section 2.3.2, the total number of instances in the system is always s = m + n.
Thus, the mean cost to be paid per hour for the rented capacity is:

C = prr + pdE (s− r)+ .

Suppose that any transient experienced by the system is short enough to be
dismissed. Under this assumption, in order to compute the cost C only the steady-
state distribution of s needs to be known.

Specifying this distribution is out of this work’s reach, however it seems reason-
able approximate it by a normal distribution with the means and variances that
where computed in Section 2.3.2. This approximation could work, because the sys-
tem that is being considered is not that different from an M/G/∞ queue, which gives
a Poisson steady-state s, that may be approximated using a normal distribution if
the system’s load % is large.

Note that the cost C involves a term of the form E(X − α)+, where X is a
random variable with normal distribution and α is a real number, Proposition 5.2.1
computes E(X − α)+ in terms of the mean and variance of X. To this end some
notation will be useful: the probability density function of the standard normal
distribution will be denoted ϕ and Q will be the tail function of this distribution.
More precisely, ϕ and Q are defined as follows:

ϕ(x) = 1√
2π
e−x

2/2; Q(x) =
∫ +∞

x
ϕ(y)dy.

Proposition 5.2.1. Suppose that X is exponentially distributed with mean µ and
variance σ2. The following identity holds for all α ∈ R:

E(X − α)+ = σϕ
(
α− µ
σ

)
− (α− µ)Q

(
α− µ
σ

)
.
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Proof. First assume that µ = 0 and σ2 = 1, in this case it is possible to write:

E(X − α)+ =
∫ +∞

α
(x− α)ϕ(x)dx

=
∫ +∞

α
xϕ(x)dx− α

∫ +∞

α
ϕ(x)dx = ϕ(α)− αQ(α).

The last equality, follows easily from the fact that ϕ′(x) = −xϕ(x) and the
definition of Q.

Finally, for the general case note that:

E(X − α)+ = σE
(
X − µ
σ
− α− µ

σ

)+
= σϕ

(
α− µ
σ

)
− (α− µ)Q

(
α− µ
σ

)
.

The last equality follows from the fact that (X − µ)/σ is normally distributed
with mean zero and variances one.

Assume that s has a normal distribution, and recall from Section 2.3.2 that s
has mean % and variance σ = %(1 + b/µ) + bη/µ. Using Proposition 5.2.1 it the cost
C may be written as follows:

C = prr + pdσϕ
(
r − %
σ

)
− pd(r − %)Q

(
r − %
σ

)
.

As it was mentioned, assuming that s has a normal distribution is just an ap-
proximation. Nevertheless, as Figure 5.1 shows, the estimate that derives from this
approximation is close to the cost’s actual value. This figure depicts the result
of simulating the proportional-integral law and computing the instantaneous cost
prr + pd [s(t)− r]+. The temporal mean of this cost was calculated and compared
to the theoretical estimate of the cost.
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prr + pd[s(t) − r]+
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Figure 5.1: Assessment of the approximation that has been considered to compute the cost, jobs
are exponentially distributed and the parameters are λ = 100, µ = 1, η = 30, b = 0.5, r = 98,
pr = 1 and pd = 2.
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Proposition 5.2.2. The cost C is an increasing function of σ for all % > 0 and
r ≥ 0.

Proof. Note that:

ϕ′(x) = −xϕ(x); Q′(x) = −ϕ(x).

Using these identities it is easy to check that:
1
pd

∂f

∂σ
(%, r, σ) = ϕ

(
r − %
σ

)
> 0.

Note that σ is an increasing linear function of both η and b. Using this obser-
vation, together with the previous proposition, it is easy to conclude that C is an
increasing function of both η and b, no matter what the values of % and r are. This
means that in order to minimize C, the values of η and b should be chosen to be as
small as possible. However, other design criteria should be taken in consideration
for deciding what the values of η and b will be.

Recall from Section 2.3.2 that the estimates which had been considered for the
moments of s are only accurate if the following condition holds: the system should
operate with m > 0 and n > 0 almost all the time. Hence, as a design constraint, η
and b will be chosen so that this condition holds. It is easy to check that no lower
bounds arise from imposing this condition to m. Nevertheless, a lower bound for η
is attained by imposing this condition to n.

In order to impose the condition that n > 0 almost all the time, let ε > 0 be a
constant close to zero, and ask for the following:

P (n ≤ 0) < ε.

Recall from Section 2.3.2 that n has mean η and variance %+ η. Assuming that
n has a normal distribution, it is possible to write the equation above as follows:

Q

(
η√
%+ η

)
< ε.

For instance, taking ε = 0.03, the last inequality holds for η ≥ 2 + 2
√

1 + %,
which gives a lower bound for η. Suppose that the typical load is %typ = 100 and
that during demand peaks the system’s load may grow up to %max = 120, then η
should be chosen to be greater than 2 + 2

√
1 + %max = 24. Hence, in this case, the

proportional-integral controlled system should use a set point η = 24.

For choosing b, note that this parameter has an impact on the system’s tran-
sient. If b is too small, the system will struggle for a long time trying to reach the
equilibrium, because a small b means that helpers are summoned at a very low rate.
Recall that the input matrix of the system is:

A =
[
−µ −µ
b 0

]
.
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Its characteristic polynomial is s2 + µs + µb, and the roots of this polynomial
give the system’s poles, which determine the settling time and overshoot. For choos-
ing b there is a trade-off between decreasing the settling time and minimizing the
overshoot. A popular choice is the critically damped case, this means to choose b
so that the characteristic polynomial has a real double root. The critically damped
choice minimizes the transients duration among the choices of b that give real roots.
Additionally, for this choice of b there is no overshoot. This is attained by setting:

b = µ

4 .

Criteria for designing the proportional-integral controller has already been given
by explaining how to choose the values of η and b, it only remains to decide how many
reserved instances should be purchased. To this purpose the following proposition
will be useful:

Proposition 5.2.3. Given % > 0, η > 0 and b > 0, the value of r that minimizes
the cost f is satisfies:

Q
(
r − %
σ

)
= pr
pd
.

Proof. Using the fundamental theorem of calculus it is easy to check that:
∂f

∂r
(%, r, σ) = pr − pd

∫ +∞

r

1√
2πσ2

e−(x−%)2/2σ2
dx.

The last expression equals zero for:

Q
(
r − %
σ

)
= pr
pd
.

Using Lemma 5.2.3 it is possible to choose the optimal r once that η and b are
known, this is done in the following example:

Example 5.2.1. Assume that a certain company is willing to rent processing ca-
pacity to Amazon, so as to start providing a certain service in the Internet.

This company plans to manage the rented instances using a proportional-integral
law, and the load that this system will face has already been estimated: the typical
load will be %typ = 100 and during demand peaks the load may grow up to a
maximum value of %max = 120.

In addition, after surveying the different products that Amazon offers, the com-
pany has decided to work with m4.large instances. If they agree to a partial upfront
and a three-year contract, reserved m4.large instances cost U$S 0.043 per hour. The
cost of on-demand instances of the same kind is U$S 0.108 per hour, this means
that by buying reserved instances the company may save the %60 percent of the
on-demand price.

Suppose that η is chosen so that the steady-state n is greater than zero the %97
of the time, this is equivalent to choosing ε = 0.03 as it was done above. Recall that
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in this case the recommended value of η is:

η = 2 + 2
√

1 + %max = 24.

Additionally, for a critically dumped system, assuming that the servers perform
one job per second µ = 1, the recommended value of b is:

b = µ

4 = 0.25.

Finally, the number r of reserved instances to be purchased should satisfy:

Q

(
r − %typ
σtyp

)
= pr
pd

= 0.4.

For the values of η and b that have been chosen σtyp =
√

131. Noting that
Q(1/4) ≈ 0.4, it is recommended to choose r such that:

r = σtyp
4 + %typ ≈ 103.
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Figure 5.2: Cost for the prices pr = 4 and pd = 10.
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(a) Phase diagram.
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(b) Time evolution.

Figure 5.3: System’s transient for the chosen parameters, job sizes are exponentially distributed
with λ = 100 and µ = 1
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The cost resulting from this choice of r is shown in Figure 5.2. Note that dif-
ferent prices, with the same ratio pr/pd, have been chosen in order to amplify the
cost. As Figure 5.2 shows, assuming that s has a normal distribution yields a fine
approximation for the cost estimation. The system’s critically damped transient is
shown in Figure 5.3, note the absence of oscillations.
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Chapter 6

Conclusions

The performance of queuing systems that scale their service capacity was assessed
in terms of the mean delay experienced by jobs and the variance of the service rate.
This analysis was motivated by two technological problems. On the one hand, prior
work suggests that the energy consumption of microchips may be reduced by means
of speed scaling techniques. On the other hand, the application of these techniques
in cloud computing environments could lead to more predictable resource needs,
and therefore to an increase in profits due to the fact that long-term agreements
for renting processing capacity are cheaper. In the context of microchip design, the
second moment of the service rate gives the chip’s power consumption, whereas in
the case of cloud computing, the service rate variability represents the predictability
of the resource allocation. Furthermore, in both of these problems, the robustness
of performance with regard to the system’s load is a concern, because this may
fluctuate due to demand peaks. Considering this, the robustness of different scaling
policies was also studied.

It was seen in Chapter 1 that a common model could be used to analyze these
two problems simultaneously. In addition, it was shown that in the steady-state, the
mean service rate equals the system’s load. All the policies that have been studied
yield service rate variances that are at most linear on %, this implies that the second
moment of the service rate is dominated by the term %2 when the system’s load is
large, which is usually the case. Consequently, only modest energy savings may be
attained by means of scaling the processing speed of microchips.

In Chapter 2 speed scaling was analyzed from the perspective of feedback control,
which is an approach to this topic that had not been considered yet. Previous
literature on queuing systems with variable service capacity amounts to the study
of memoryless speed scaling, however under the outlook of feedback control, more
flexible policies arise naturally.

The most notorious memoryless speed scaling policies were analyzed in Section
2.2, from the standpoint of feedback control they may be regarded as static con-
trollers. It was seen that among these speed scaling policies, only the linear speed
scaling is robust with respect to the arrival rate of jobs, for this policy the mean de-
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lay experienced by jobs is constant under variations of λ. The inverse speed scaling,
which has been favored in prior work, has the nice property of reducing the service
rate variability considerably, however the sacrifice to be paid is a huge latency, and
therefore it is not recommended for any application where delay is a concern.

In Section 2.3 it was seen that it is possible to improve the system’s performance
by shifting to speed scaling policies based on dynamic controllers, rather than scaling
the service rate in a memoryless fashion. Table 6.1 compares the performance of
the linear speed scaling, the inverse speed scaling and the proportional-integral law.
The latter of these achieves smaller latencies than the linear speed scaling, with a
small penalty in terms of the service rate variability, which may be controlled by
designing the controller carefully. Furthermore, if the range of values that % may
take is known in advance, then it is possible to design the controller so that the
mean number of jobs in the system stays constant under variations of the system’s
load. In the application of Chapter 5, practical criteria were given for designing the
proportional-integral controller so as to be immune to load fluctuations.

Linear speed scaling Inverse speed scaling Proportional-integral

Scaling Static controller s = n Static controller s =
√
n Dynamic controller PI

Robust Yes No Depending on design

En % %2 η

Es % % %

Vn % 2%2 %

Vs % 1/2 %(1 + b/µ)

EP %2 + % %2 + 1/2 %2 + %(1 + b/µ)

Table 6.1: Estimates that where computed for different speed scaling policies, job sizes are
exponentially distributed and the scheduling is PS.

Regarding scheduling, it was seen in Chapter 3 that the first moments of the
steady state variables are mostly determined by the speed scaling, while the schedul-
ing has an influence on the variances. Nevertheless, if the scheduling and the speed
scaling are decoupled, then a huge delay reduction may be attained by choosing the
scheduling adequately, being SRPT the best choice for reducing latency. The last
assertion is supported by the analysis of Section 3.2, which yields that SRPT is the
optimal speed scaling for a given rate function. In Section 3.3 it was shown how this
fact may be used in practice so as to enhance the performance of queuing systems,
by means of decoupling the speed scaling and the scheduling using a virtual system.

Finally, concerns regarding fairness were assessed in Chapter 4. It was seen that
systems using speed scaling policies behave similarly to constant service rate systems
facing loads close to one. In particular, when SRPT is used, the largest jobs suffer
form higher slowdowns.
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The analysis carried out in this work has inspected queuing systems of scalable
capacity from the most relevant angles, surveying policies that were studied in prior
work and introducing new proposals, which are adequate for the problems that
motivated this analysis. There is still much to be said about this topic, however some
important contributions have been made. Namely, the feedback control approach,
that has been presented in this work, has already given birth to a speed scaling
policy that displays a significantly improved performance, and this approach is a
seminal source for developing new policies.
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Appendix A

Proof of Theorem 3.1.1

In this appendix Theorem 3.1.1 is restated, and afterwards its proof is given.

Theorem. Suppose that a memoryless speed scaling is used:

(a) If the steady-state of n exists for a certain blind, single-job and non-preemptive
scheduling, then it exists for all the scheduling policies of this class.

(b) If the steady-state of n exists, then it has the same distribution for every blind,
single-job and non-preemptive scheduling.

Proof. The proof is based on the analysis of M/G/1 queuing systems in the book
by Leonard Kleinrock [13]. In this context, inter-arrival times are exponentially
distributed, job sizes have a generic distribution and the system has only one server
that employs a constant service rate.

In his analysis Kleinrock considers the result of inspecting the number of jobs
nA present in the system right before an arrival occurs, and the number of jobs nD
that are inside of the system right after a departure. First, he observes that the
steady-state exists for nA if and only if nD also reaches the steady-state, and in that
case they are identically distributed. In addition, the PASTA property of Poisson
arrivals implies that the steady-sate of n exists if and only if the same holds for
nA, and when they exist, their distributions agree. Putting the last two statements
together, one gets that n reaches the steady-state if and only if nD does, and when
that happens, the stationary distributions are the same.

The advantage that Kleinrock exploits, of working with the number of jobs at
the instants of departures, is that this quantity may be described using a discrete
time Markov chain. This is still true under the hypothesis of this theorem, which
will be shown to imply that all the jobs that are left behind by a departure, have
sizes that are independent and with the same distribution as X, recall from Section
1.2.1 that the original size of jobs is given by the random variable X. Then, as it
will be seen, the next state of the chain, to be visited, just depends on λ, µ, r, X
and the previous state. The difference will be in the transition matrix of the chain.
However, it will be possible to show that this matrix is the same for every blind,
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single-job and non-preemptive scheduling, even if the service rate is not constant
but chosen according to a memoryless speed scaling.

Number the jobs starting from one, and so that the departure times of jobs are
ordered increasingly. Also, call lk the number of jobs left behind by job number k,
and ak the number of jobs arriving while job number k is being served.

lk+1 = ak+1 if lk = 0

lk+1 = lk−1+ak+1 if lk > 0

The fact that the scheduling is single-job and non-preemptive implies that all
the jobs inside of the queue, right after a departure, have never got any service.
Additionally, the choice of the next job to be served is always independent of the
remaining size. These observations mean that, right after a departure, all the jobs
have independent sizes with the same distribution as X. In particular, if the size of
jobs is measured at the exact time that they enter the server, then these measures
are independent and identically distributed.

The value of ak will depend on the original size of the job that is currently being
served, the different service rates that will be used while the job is being attended
by the server and the time that each service rate will be used. As it was already
mentioned, the original size of the job has the same distribution as X. The service
rates that will be used are µr(lk−1), µr(lk−1 + 1), . . . , µr(lk−1 + ak) for lk−1 > 0 and
µr(1), µr(2), . . . , µr(ak) for lk−1 = 0, these will be used over intervals of time with
independent exponential durations. Thus, ak only depends on λ, µ, r, X and the
queue length when job number k enters the server. In particular, ak is independent
of the scheduling.

Let am be the number of jobs arriving to the system while a job is being served,
given that there were m jobs in the system when that job entered the server. In
addition, call αnm the probability that n jobs arrive, while a job is being served, given
that there were m jobs in the system when that job entered the server:

αnm = P(am = n).

Call pij the probability that lk+1 = j, given that lk = i. These coefficients
determine the transition matrix of the chain that describes the behavior of nD.

pij = αj1 if i = 0

pij = αj−i+1
i if i > 0

Although it is possible to obtain expressions for these coefficients, this is not
needed. It has been shown that these coefficients are the same for every blind,
single-job and non-preemptive scheduling, and this already implies that if the steady-
state of nD exists for one of these scheduling policies, then it exists for all of them.
Furthermore, in that case, it has the same distribution for every scheduling belonging
to this family.
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